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Abstract

Current volatility models fail to both simultaneously capture the true shape of the implied volatility
surface, and deliver realistic dynamics for the volatility surface. The Rough Bergomi model, a
popular rough volatility model, attempts to fulfil both of these criteria and is able to fit a wide
range of volatility surfaces with just 3 parameters, outperforming most conventional Brownian
motion-based stochastic volatility models. Rough volatility models, first popularised by Gatheral
et al. [1], replace the traditional Brownian motion within an assets variance process, with a
fractional Brownian motion. The development of rough volatility models, their simulation, and
their calibration has become popular as of late within quantitative finance. In this work, we present
a thorough investigation, implementation, and calibration of a Rough Bergomi model. We begin
with a summary of the motivation behind rough volatility models, before covering the pathway
towards the specification of Bayer et al.’s [2] Rough Bergomi model. We subsequently delve into the
requisite theory of fractional calculus and fractional Brownian motion, the process driving rough
volatility models. Finally, we present calibration methodologies for the Rough Bergomi model,
including a novel grids-based framework, and subsequently the results of these calibration schemes
to the SPX index.
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Chapter 1

Introduction

In 2014 Gatheral et al. [1] published an analysis of the roughness of realised variance, and sub-
sequently, they proposed a Rough Fractional Stochastic Volatility model. Building upon this, in
2015 Bayer et al. [2] proposed the Rough Bergomi model, a specific case of Gatheral et al.’s model.
In this thesis, we shall explore the Rough Bergomi model, and present an implementation and
calibration of the model to the SPX volatility surface.

Here, we shall briefly provide an overview of the various chapters within this work. We be-
gin with Chapter 2, which details some of the relevant background theory and terminology used
throughout the paper. Chapter 3 then proceeds to describe some of the relevant motivations for
the development of rough volatility models, a class of volatility models of which the Rough Bergomi
model is a part of. Chapter 4 introduces fractional Brownian motion and the theory surrounding
it. This chapter is particularly important as fractional Brownian motion is the process driving
rough volatility models. With this knowledge of fractional Brownian motion at hand, we proceed
to Chapter 5, which details an investigation into the roughness of the realised variance process
of several equity indices. With all of the motivation and theory covered, we then turn to the
specification of the particular models we are going to explore. Chapter 6 briefly covers Gatheral
et al.’s [1] Rough Fractional Stochastic volatility model, which can be viewed as both an extension
of Comte and Renault’s [4] model and a precursor to Bayer et al.’s Rough Bergomi model [2]. In
Chapter 7 we introduce the main focus of this work, namely the Rough Bergomi model. We detail
the pathway towards the development of the Rough Bergomi model and detail the specification
of the model. With this model at hand, we explore relevant simulation techniques in Chapter 8,
and in Chapter 9 we investigate the effects of the various parameters of the model. In Chapter 10
we detail 2 calibration methodologies for the Rough Bergomi model, including a novel grid based
calibration method. We then proceed to calibrate the Rough Bergomi model to the SPX volatility
surface, using both methodologies considered, and present the results in Chapter 11.



Chapter 2

Preliminaries

In this chapter, we shall briefly introduce certain concepts that will be used within this paper.
This is not meant to be an exhaustive list of required theory, however, it is intended to serve as an
introduction or reminder of key areas that we shall build upon.

2.1 Brownian motion

A ’standard Brownian motion’, often called a Wiener process, is arguably the most important
Stochastic process within mathematical finance. Brownian motion is used to model randomness
or noise within a system, and is the process driving many of the stochastic differential equations
(SDEs) we shall see within this paper. As it is such an important process, we begin by recalling
the following definition:

Definition 2.1.1 (Brownian motion). The Brownian motion (W3),¢(g ) is the continuous time
stochastic process that satisfies the following;:

1 Wy =0,

2 W, is almost surely continuous,

3 W; has stationary and independent increments,

4 The increment Wy — Wy ~ N(0,t — s) for all 0 < s < ¢.

In addition to this definition, we state (without proof) the following two well-known facts of
Brownian motion :

1 The quadratic variation of a Brownian motion, [Wy, Wy] = ¢,

2 W, is a continuous Martingale.

2.2 Volatility Modelling

In 1973, Black and Scholes [5] published the Black-Scholes model, the associated Black-Scholes
equation, and the closed-form Black-Scholes formulae. Their work revolutionised the derivatives
pricing landscape of the global financial market. Derivatives exploded in popularity, and as a result
derivatives pricing became a key focus of financial institutions worldwide.

When pricing derivatives, we often utilise a pricing approach based upon martingale theory, by
modelling certain processes as martingales. One of the key assumptions of derivatives pricing, is
that the discounted price-process of an asset is a martingale under the risk-neutral measure. With
this in mind, we often model the logarithm of an asset’s price as a continuous semi-martingale [1,
Section 1.1 Page 1]. Given an asset Sy, the price process of the asset can be modelled as follows

dSt = utStdtJrJStth (221)

where p; denotes the drift process, o; the volatility process, and W; a one-dimensional Brownian
motion.



The specification of the volatility process is central to determining the dynamics of the asso-
ciated model. The volatility process not only affects the prices generated at inception, but also
underpins the dynamics of the model as time progresses.

2.2.1 Implied Volatility

Option prices are often discussed with regard to their implied volatility. The implied volatility,
or Black-Scholes implied volatility, is the unique value of the volatility parameter such that the
Black-Scholes pricing formula is equal to the the given price of a specific option [6, Setion 1 Page
1]. The Black-Scholes formula for a European Call option is defined as follows:

CB%(5) := CB9(S,,t, K, T,0) == SiN(dy) — Ke " TN (d_), (2.2.2)

where

tom A [ (5)+ (D) o)
d_=dy —oVT —t,

S; is the price of the asset at time ¢, K is the options strike, T is the maturity of the option, ¢ is
the current time of pricing, and o is the volatility parameter [6, Section 1.3 Page 3].

Now, given an observed call option price C(K,T), the implied volatility for strike K and
maturity T is defined as the value (K, T) that solves [6, Equation 1.6 Page 3]

C(K,T)=C?% (K,T,0%%(K,T)).

This solution will be unique as the function CP is strictly increasing in o.

Implied volatilities are used to calculate the volatility surface of a certain asset within a specific
market. To construct such a surface, implied volatilities are calculated from a range of liquid
options traded in the market. These implied volatilities can then be plotted on a grid of maturity
against strike (or moneyness). These points can then be used to construct a surface, which can be
used to calibrate various volatility models, with certain models requiring a smooth arbitrage-free
surface for calibration, and others making do with a bare grid of points in space. The surface
is used for calibration, as for a model to generate prices consistent with those in the market, its
model-generated implied volatility surface must match the implied volatility surface of the market.

2.2.2 Features of the Implied Vol Surface

Certain features of the shape of the implied volatility surface are of particular interest within the
field of volatility modelling. A feature of the implied volatility surface that can be particularly
difficult for certain models to replicate is the term structure of the at-the-money (ATM) volatility
skew. To explore this feature, we first need to define the following:

Definition 2.2.1 (Volatility Skew). The volatility skew is the partial derivative of the implied
volatility with respect to strike

0
k,T):=— k,T).
O, T) i= Sons(h,T)
Definition 2.2.2 (Forward). Let S; be the price of an asset at time ¢, whose dynamics follow
(2.2.1) under the risk-neutral measure Q. Then the forward at time ¢ with maturity T, F(¢,T),
can be expressed as
ft] |

Furthermore, in the case that u; is a deterministic drift term, we can remove the integral from
the expectation, obtaining

T T
F(t,T)=E? [St X eXp(/ fsds) exp(/ f1sds)
t t

./—"t‘| :StXEQ

T
F(t,T) = S x exp(/ f1sds)
t



Definition 2.2.3 (At-The-Money (Forward) Volatility Skew). The ATM volatility skew, a function
of 7 := T —t, is the partial derivative of the implied volatility with respect to strike, evaluated at
log-moneyness equal to zero, that is In(M) = ln(%) = 0. The ATM (forward) volatility skew
is defined as:

P(1) = %Ugs(kz, T)

In(M)=0

With this at hand, we can plot the term structure of the ATM volatility skew. The term structure
of the ATM volatility skew is obtained by plotting the ATM forward skew against time to expiry
7. These plots show how the gradient of the surface, with respect to log-moneyness, varies with
time to maturity.

Capturing the shape of the implied volatility surface at inception is important in order for
model-generated vanilla prices to be consistent with the market. Furthermore, it is important for
the model to deliver realistic implied volatility surfaces over time. In particular, when dealing with
exotic equity derivatives, many products, such as cliquets and autocallables are sensitive to the
dynamics of the implied volatility surface, thus proper dynamics of the model delivered implied
volatility surface are integral to ensure proper pricing and hedging.

2.3 Useful Products

As alluded to above, certain exotic equity derivatives require specific features from a volatility
model. As we shall soon see, the pricing of these products plays a large role in the motivation
behind the development of rough volatility models. Moreover, for the purpose of the Rough
Bergomi model, certain products are used to construct the forward variance curve which is taken
as an input for the model. With this in mind, we shall briefly introduce some of these products
products and their associated payoffs.

2.3.1 Cliquet Options

A cliquet options is an exotic option which consists of a series of consecutive forward starting
options. The first option within the cliquet is active at the inception of the product, and expires
at a pre-determined maturity. Upon the expiry of the first option, the holder of the cliquet, then
obtains a second option, with strike equal to the current price of the underlying. At the expiry
of the second option, a third options contract is entered into, again with the strike being equal to
the current asset value at the time of the second options expiration. The exact number of options
and their payoffs vary depending on the exact specification of the cliquet product. In general,
cliquet products can be thought of as a series of ATM options, which are pre-purchased, and which
become active in turn.

The payoff structure of cliquet options makes them very sensitive to the dynamics of the implied
volatility surface. As the holder of the option receives an option at a future time, the value of this
option will be linked to the future implied volatility surface. Furthermore, the ATM forward skew
is of particular importance, as the forward-starting options within a cliquet are typically ATM
options. As a result of this dependence on the forward skew and forward volatility, two market
models, which are both consistent with vanilla options prices at inception, can price cliquet style
product very differently, if they produce different dynamics for the implied volatility surface.

2.3.2 Variance Swaps

A variance swap (VS) is a product that allows a market participant to directly expose themselves
to the volatility of an asset. A VS involves two participants, with one side paying out the realised
variance of an underlying, and the other paying out a predetermined strike, quoted at the inception
of the swap. The strike of a variance swap is typically chosen to be the ’fair-strike’ of the swap,
which is that strike such that the initial value of the VS is zero. A VS is settled at the maturity
of the swap, with one side receiving (R Varg 7 —Kvar), and the other (Kv,, — R Varg ). Although
variance swaps are products of realised variance, the fair strike of a variance swap is usually quoted
in terms of volatility.

In the context of a VS, the realised variance of an asset is usually the annualised realised
variance.

10



Definition 2.3.1 (Annualised Realised Variance). Consider a underlying asset with price process
(St)1>0, observed at the close of trading each day for n trading days, over a period [0, 7], with
0=ty <...,<t,=T. Then, the annualised realised variance over the n trading days is

d n S 2
RVarg 7 := - Z [log (St.ti )] , (2.3.1)

=1

where d is the number of trading days per year, usually taken to be fixed as d = 252.

Now, denote by V,I' the price of a variance swap with maturity 7', viewed at time ¢. Then under
Q we have that
v =E2[R Varg 7] .

Variance Swaps are useful as the fair strikes of variance swaps within a market allow us to
determine a forward variance curve. We shall expand on this idea later when we study the Bergomi
and Rough Bergomi models, as the forward variance curve plays a key role in the dynamics of these
models.

11



Chapter 3

Motivation

In this chapter we will explore some of the motivation behind the recent development of rough
volatility models. We will primarily delve into some of the shortcomings of traditional volatility
models, before also addressing certain features of the implied volatility surface that are problematic
to fit.

Exotic derivative instruments are becoming increasingly popular financial instrument, and thus
the pricing and risk management of such instruments has grown in importance within banks and
other institutions. Exotic derivatives are hedged by using vanilla options as hedging instruments,
in doing so the hedger lowers their exposure to realised volatility. However, the hedger acquires an
exposure to the dynamics of the implied volatilities, as the value of their hedging instruments now
depends upon these implied volatilities. Volatility models for exotic derivatives are therefore built
with the aim of properly simulating the implied volatilities of vanilla options in a market, rather
than to model the actual dynamics of realised volatility [7, Section 1.3 Page 18]

In order for a volatility model to properly simulate these implied volatilities, we need the model
to both fit the market implied volatility surface at inception, and to predict realistic dynamics for
the surface over time. We will begin by examining commonly used volatility models and assessing
their strengths and limitations with regard to these criteria.

3.1 The Black-Scholes Model

In the Black-Scholes model, the underlying asset follows a Geometric Brownian motion. That is,
given a probability space (2, F,P) supporting a one-dimensional Brownian motion (W;);>¢. The
asset price process (S;)¢>o is the unique strong solution to the following SDE:

dSt = T‘Stdt + O'Stth, SO > 0, (311)

where r > 0 is a constant risk-free interest rate and ¢ > 0 is a constant instantaneous volatility.
While the Black-Scholes model is elegant, it does not perform well in practice. Crucially, by
modelling the volatility as a deterministic constant the Black-Scholes model delivers a flat implied
volatility surface. The volatility surface delivered by the Black-Scholes model fails to capture any
of the volatility smile or volatility skew that we see in market implied volatility surfaces, as the
volatility of the Black-Scholes model varies neither with time, nor moneyness. As a reult of this,
option prices generated by the Black-Scholes model are inconsistent with most market-observed
prices [6, Section 1 Page 1]. Though the Black-Scholes model is still widely used in certain areas
of derivatives pricing, most notably to calculate the implied volatility of a particular option’s
market price, it has little to no place within the modelling of exotic products. Volatility is not
deterministic, it is itself a stochastic process and should be modelled as such.

3.2 Local Volatility

The simplest and most widely used class of stochastic volatility model are local volatility models
[7, Section 2.1 Page 25]. In a local volatility model, the local volatility o(S;,t) is a deterministic
function of the t and S;. Local volatility is a ’stochastic volatility model’, as the volatility depends
on the spot price of the asset, which is itself stochastic. Local volatility was introduced as an
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extension of the Black-Scholes model, which can easily be calibrated to the entire implied volatility
surface at inception [7, Section 2.1 Page 25].
In a local volatility model, we have the following SDE for S; :

dSy = (r — q)Sedt + o (t, S¢) SpdW; (3.2.1)

, where we now choose to include the effect of the borrow rate q. The dynamics of the asset within
a local volatility model are synonymous with the Black-Scholes model, with the adjustment that
o(t, s) replaces o. Consequently, the pricing equation of a vanilla option is identical to that of the
Black-Scholes model, with the aforementioned adjustment to the volatility term. Thus, we have :
2 2

% +(r— q)S% + U(t’;) SQ% =rP [7, Equation 2.3 Page 26). (3.2.2)

From (3.2.2), given a choice of local volatility function o(t,S), we can price a vanilla option by
setting P(t = T,.5) equal to the terminal payoff of the option, and then solving (3.2.2) backwards
from T to t, to obtain P(¢,.5) [7, Section 2.1.1 Page 26].

The local volatility function is chosen to match the implied volatility surface generated by the
market prices of vanilla options of the desired underlying. The specification of the local volatility
function is obtained through the use of market vanilla options prices and the Dupire Formulae,
formulated by Bruno Dupire.

Theorem 3.2.1. Let S; follow (3.2.1), and C(K,T) denote the price of a European Call option
with strike K and maturity T, then

ac ac
S+ qC+ (r—q K5
o(t,5)? = 24L oY di

dK? K=8,T=t

[7, Equation 2.8 Page 26]. (3.2.3)

Proof. A proof of 3.2.1 can be found in Section 2.2.1 of Lorenzo Bergomis book "Stochastic Volatility
modelling’ [7, Section 2.2.1 Page 27]. O

The characteristic feature of these models is that they have the ability to perfectly match any
market-implied volatility surface provided that it is free of arbitrage. Unfortunately, the simplicity
of the model comes as a price, with the model producing dynamics of the implied volatility surface
that are highly unrealistic. The dynamics of the implied volatility surface generated by a local
volatility model are entirely determined by the implied volatility surface it is fit to at inception. The
model delivers implied volatility surfaces that change shape substantially as time passes, notably
lacking a persistent skew. The surfaces generated by local volatility models do not fulfil a stylised
fact of implied volatility surfaces, that although the level and orientation of the implied volatility
surface may vary over time, the general shape itself is rather time invariant [1, Section 1.3 Page4].
While this model is still widely used, especially for products that are not sensitive to the dynamics
of the implied volatility surface, it is seldom used for products that are sensitive to these dynamics.

3.3 Other Stochastic Volatility Models

As volatility is not deterministic and is in fact stochastic, it is natural to attempt to model the
volatility process of an asset, as a stochastic process. Stochastic volatility models attempt to
capture the stochastic nature of volatility, by modelling the volatility process as a continuous
Brownian semi-martingale [1, Section 1.1 Page 2]. Many different variations of stochastic volatility
models have been developed and utilised, including the Heston Model, the Hull and White Model,
and the Bergomi model.

3.3.1 Heston Model

The Heston model in particular is popular due to its tractability, given that the model presents a
semi closed-form solution for the price of European call options. The Heston model, first published
by Steven Heston in 1993 [8], relaxes the assumption of constant volatility, present in the Black-
Scholes model, and instead utilises an instantaneous stochastic variance process. The asset and
variance processes in the Heston model adhere to the following SDEs,
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dSt = ’I“Stdt + St\/thWtS, SQ =S Z 0,
AV, = k(0 — Vy)dt + v/VidWY, Vo =y >0,
WS WYY, = pdt,

where S; represents the price of the asset at time t, V; is the instantaneous variance at time ¢,
r is the risk-free rate of return, 6 the long term average variance, x the speed of mean version,
and v the volatility of the variance process. Furthermore, WY and W% are two Brownian motions
under the risk-neutral measure Q, correlated with instantaneous correlation p [9, Chapter 2 Page
681]. The Heston model explicitly models the variance process as a mean-reverting process, which
is consistent with stylised facts of realised variance of financial assets.

The Heston model is able to capture a wide range of smile and skew patterns, with its 4
parameters [10, Section 1 Page 3], however, the model is unable to fit a wide range of volatility
surfaces with a degree of fit comparative to local volatility models.

More generally, stochastic volatility models are praised for their ability to deliver implied volatil-
ity surfaces with more realistic dynamics, in particular, delivering surfaces that retain their general
shape as time passes. However, they often struggle to fully fit the market-implied volatility surface
at inception. As a consequence of this, the prices for vanillas generated will not be consistent
with the market, and thus hedges and subsequently prices of exotic options will not be modelled
correctly. Moreover, stochastic volatility models are often unable to capture the steepness of the
term structure of the ATM forward skew, for short expiry’s [1, Section 1.3 Page 4].

3.4 Term Structure of the ATM Forward Skew

When assessing the goodness of fit of a stochastic volatility model to the market-implied volatility
surface, we often focus on the fit of model-generated volatility smiles or volatility skews. The
term structure of ATM skew is a particular feature that has proven to be intimately related to the
underlying volatility dynamics [2, Section 1 Page 3], while also being notoriously hard to fit.

1.0 1.5

y(r)

0.5

| \ | T | 1
0.0 0.5 1.0 1.5 2.0 2.5

Time to expiry t

Figure 3.1: Plot of the term structure of ATM skew for the S&P 500 Index, as of June 20, 2013.
The black dots are non-parametric estimates of the S&P ATM volatility skews, the red curve is a
power-law fit (1) = A7=%4 [1, Figure 1.2 Page 5]

Figure 3.1 from the paper 'Volatility is Rough’ [1, Figure 1.2 Page 5] shows a typical shape of
the term structure of the ATM skew, for equity volatility surfaces. We can observe that a power-law
function of time to expiry 7 provides a good approximation of the term structure, and in particular
is able to capture the ’explosion’ of skew as time to expiry approaches 0. Unfortunately, traditional
stochastic volatility models, with a Brownian motion driving their variance processes, have as of
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yet been largely unable to capture this rapid increase in ATM Skew as time to expiry approaches
0. Traditional stochastic volatility models usually generate a term structure that is ”constant for
small 7, and behaves as a sum of decaying exponentials for larger 7 [1, Section 1.3 Page 5]. The
term structures generated by these models are unlike those we see within the market.

Interestingly, an analysis by Fukasawa [11, Section 3.3 Page 647], showed that a stochastic
volatility model driven by a fractional Brownian motion with Hurst parameter H, generates an
ATM forward volatility skew of the form (1) ~ 77 ’%, for small 7. Thus, a term structure gener-
ated by such a model for very small H could potentially fit the empirical term structure well, as it
replicates the power-law behaviour we see. This also provides evidence to dispute the belief that
the explosion in skew observed as 7 — 0 requires a model with the presence of jumps.

From our analysis, we can see that neither local volatility nor traditional stochastic volatility
models are able to simultaneously deliver realistic dynamics for the implied volatility surface,
while also providing a satisfactory fit to the shape of the surface. Models such as Local-Stochastic
Volatility have been proposed as a way to remedy this issue, these usually consist of a stochastic
volatility model with a local volatility add-on, allowing the model to fit the surface perfectly while
delivering appropriate dynamics. However, another approach is to search outside the realm of
traditional Brownian motion-based stochastic volatility models. In particular recent work from
Jim Gatheral and other prominent members in the field of quantitative finance have suggested
that perhaps a traditional Brownian motion is not the correct driver for the volatility process.
With this in mind, perhaps a model driven by a fractional Brownian motion could be the solution.
This idea was the main motivation for the development of rough volatility models.

We conclude for now this overview of the motivation for rough volatility models. We will, in
Chapter 5, present a final motivating factor. However, we now turn our attention to fractional
Brownian motion and the theory surrounding it.
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Chapter 4

Fractional Brownian motion

Fractional Brownian motion is the process driving fractional stochastic volatility models, a class
of models that includes rough volatility models. In this chapter, we will delve into the theory of
fractional Brownian motion. We begin with the definition of a fractional Brownian motion and
then explore various characteristics and representations of fractional Brownian motion and some
related processes.

4.1 Definition and Elementary Properties

Fractional Brownian motion was first introduced by Kolmogorov in 1940, and serves as a gener-
alisation of the standard Brownian motion. It is widely used within financial mathematics (see
[1],[2]), physics (see [12]), and network research (see [13]) among other areas, primarily as a model
for both short-range and long-range dependence, or for systems involving Gaussian noise, where a
standard Brownian motion will not suffice.

When considering fractional Brownian motion (fBm) we shall adopt the convention laid out by
Picard in [14] and refer to both type 1 and type 2 fractional Brownian motions in turn. However,
unless explicitly stated otherwise, any reference to 'fractional Brownian motion’ refers to a type 1
fBm, as this is the prevailing 'standard’ type.

Definition 4.1.1 (Gaussian process). A process X = {X;,t € R>¢} is said to be Gaussian if for
any ti,...,t, € R>o, we have that X, ,..., X; has a multivariate Normal distribution. X is
called a centred Gaussian process if E(X;) =0 for all ¢ > 0.

Definition 4.1.2 (Fractional Brownian motion). Let (Q, F, P) be a complete probability space.
The (type 1) fBm with Hurst parameter/index H € (0,1) is the centred Gaussian process Bf =
{BtH, te ]R} on (Q, F, P), having the following properties [15, Section 1.2 Page 7]

(i) Bi' =0,
(i) E(BF) =0,teR,

(iti) E (BfBH) = 5 (Jt|*" +|s]* — |t — s|*") ,s,t € R.

Remark 4.1.3. In order to specify the distribution of a Gaussian process, it is sufficient to specify
its mean and covariance function, this fact will be used to prove some of the properties of a type
1 fBm. Furthermore, as type 1 fBm is a Gaussian process, we have that, for each fixed H, the
distribution of B¥ is uniquely determined by the definition of type 1 fBm. However, this does not
guarantee the existence of the fBm. In order to show the fBm exists we need to show that the
covariance function is non-negative definite [3, Section 2.2 Page 2]

11
Remark 4.1.4. In the case of H = %, the covariance function is E (Bf B§> =t A s, therefore

Bz = W is a ”standard Brownian motion”, otherwise known as a Wiener process. Thus, we can
see that fBm is simply a generalisation of the widely used Wiener process, where the increments
of the process are permitted to no longer be independent of each other. Moreover, we must note
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that for H # %, BH is neither a martingale nor a Markov process, and it is not a semimartingale
(we shall return to this fact later).

From (iii) of definition 4.1.2, we can obtain the following representation for the covariance
structure of the increments of {Bm,

1 2H 2H 2H 2H
E[(Bff — BT) (B — BI)] :§(|t1—32| Flts — 51 = [ta — 12 — |52 — 51 ) (4.1.1)
We will proceed to show some elementary properties of the (type 1) fBm.

4.1.1 Self-Similarity

Definition 4.1.5 (Self-similarity). Let b > 0. Then, a stochastic process X = {X;,t € R>o} is
called b-self-similar if for any a > 0

{Xat,t € Ro} L {aX;,t € Ry

with d referring to finite-dimensional distributions [15, Section 1.2.5 Page 7]. We can represent
this definition concisely by writing
Xat >~ abXt.

To put it in less formal words, a self-similar stochastic process is one that has a probability
distribution that is invariant under suitable scaling in time and space.

Proposition 4.1.6. Type 1 fBm is H-self-similar.

Proof. Consider for fixed a > 0, the process Z; = BXL. Now using the definition of type 1 fBm, we
have that

1
Cov(Z) = B (BB = 5 (at" + las]! ~ Ja(t — 5)]?")
a* 2H 2H 2H
= T(M + [s2 — |t — s*)
= Cov(a” Bf).

Then as Z; = BE and o BF have the same covariance structure and expectation, they are equal
in distribution. Thus we have that B} is H-self-similar. O

4.1.2 Stationary Increments

Definition 4.1.7. A stochastic process X = {X;,t € R>o} is said to have stationary increments
if for any s,t € R

d
(Xits — Xs) = X3

We think of a stochastic process with stationary increments as processes where the probability
distributions of its increments are invariant under a shift in time.

Proposition 4.1.8. Type 1 fBm has stationary increments.

Proof. From the definition of type 1 fBm we have that

E ((BtH —Bf)z) _E ((Bf)Q) +E ((Bf)Q) _9F (BHBH) = (2H 4 2H _ (12H | 2H _ |y _ g|2H)

= |t —s*

so Bff — BH ~ N (0, ]t — s|*). Therefore, B has stationary increments. O

Remark 4.1.9. BY is not itself stationary, though it does have stationary increments.
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4.1.3 Dependence of Increments

In this subsection will will show some properties of the dependence of the increments of fBm, and
also exhibit when the fBm has long-range dependence (long-memory).
Consider the following discrete-time Gaussian process X,, = BZ — B2 | n € N, known as
a fractional Gaussian noise, a generalisation of a traditional White noise corresponding to the
case where H = % Here X is a sequence of N(0,1) random variables that are not neccesarily
independent of one another.
If we consider p, = E (X;4nXk), we can observe that it depends only on n, and not k. We

have that

pn = B (XppnXp) = E(WE,, - W) (Wi —Wi,))
=Ry(k+nk)+Ryg(k+n—-1,k—1)—Ryg(k+n,k—1)— Ry(k+n—1,k)

= 2 [+ P =2t (7 (1))

Remark 4.1.10. Consider the function g(n) = n?, which is convex when H € (3,1), and
concave when H € (0,1). Then, we can see that E (Xj1,Xz) > 0 for H € (1,1). In this case we
see that X, and X}, will be positively correlated, and we say that the process displays persistence.
Conversely, for H € (0, %) we see that E (X4, Xk) < 0, and thus Xy, and X are negatively
correlated, and we say that the process displays anti-persistence.

Now using Taylor’s theorem, with a small € = % we can re-write p,, as follows

2H 2H
1 1 1
pn = —n*t (1+) +(1—> —1-1
2 n n
1 1 1 1 1
=5n {21{ +35- 2H(2H71)—72H —+5 2H((2H —1)—
n

~ H(2H - 1)n*"72  (n - o0)
= 2aHn?* 1.

This is one way to derive the autocovariance function of the fractional Gaussian noise. Let us now
consider an alternative derivation, presented by Mishura [15, Section 1.3 Page 8.

Consider H € (0,3) U (3,1) and t; < t2 < t3 < t4, then, it can be shown from (4.1.1) for
a=H —1/2 that

ty
E (Bl = B{l) (B{l - B{l) = 20H / v)?**~dudv [15, Section 1.3 Page §].

t3

From this, we can again see that the increments of fBm are positively correlated for H € (%, 1)
and negatively correlated for H € (O, %)

Then, taking ¢t; = 0,t3 = 1,t3 = n, and t4y = n+ 1, for any n € Z\{0}, we have that the
autocovariance function is given by

pn = E [B{" (B, - B}l)] = 2aH/ / 2o dudu
~2aHn**"', n— oo [15, Section 1.3 Page 8].

With this expression for p,, at hand, we can see the long-range dependence properties of fBm.

o If H e (5,1), then 320 [pn| ~ 35, e oy [7[** " = 0o, This is what is known as long-range
dependence (long-memory).

o If H € (0,3), then >, .5 [pn| ~ donez\ {0} [n|?*~1 < co. In this case, the fBm does not
exhibit long-range dependence.
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4.1.4 Additional Properties

As alluded to earlier, a key property of fBm is that it is not a semimartingale. This is a particularly
important property, as it prevents us from utilising regular It6 calculus when handling fBm.
To prove this fact, we first recall the definition of a semimartingale.

Definition 4.1.11 (Semimartingale). A process X = X;,t > 0 with associated filtration F; is
called a semimartingale if it admits the following representation:

Xy = Xo+ My +Ys,

where X is Fg-measurable, M is a F;-local martingale with My = 0, and Y; is a process of
locally bounded variation.

Lemma 4.1.12. A semimartingale X; has bounded quadratic variation.
With this at hand, we can address the non-semimartingale property of fBm.

Theorem 4.1.13. Let Bf be a fBm with Hurst index H € (0,1). Then, for H # 3, Bf is not a
semimartingale.

Proof. Consider the interval [0, T, for T > 0, and let BY be a fBm with Hurst index H defined on
said interval. Furthermore, let 7, (T) := {tz = %|O <k< n} ,n € N be a sequence of equidistant
partitions of [0, T].

For p > 1 the p-variation of BH is

V,(B) = lim v,(B¥, m,(T)),
where

n—1
vp(B 7 (T) = Z By, — By [P
k=0

Now, we present the next two formulae without proof. Using the self-similarity of Bf, we have
that

n—1 .
v, (B 7, (T)) < %pH 1TpH|BtZ+1;Bt2|p [16, Section 2.2 Page 3].
k=0
And from this we have that
400 it H < %
Vo(B)={ T-Bp(|BI))" ifH = 1 [16, Section 2.2 Page 3]. (4.1.2)
0 it H> 1

The proof of the previous two relations requires the use of the Ergodic Theorem, and an under-
standing of Ergodic theory. For this reason, we have omitted these interim steps in the proof. A
full proof can be found in Jost [16, Section 2.2 Page 3|.

Now, we shall proceed using the fact that if p < ¢, then V; <V,

We first consider the case where H < % Choosing p > 2, from (4.1.2), we see the p-variation of

BH is infinite when H < %. This implies, in particular, that the quadratic (p=2) variation of B
must be infinite. Hence the quadratic variation of B¥ is unbounded, and thus by Lemma 4.1.12
BH is not a semimartingale.
Now, turning to the case that H > %, we begin by assuming that the quadratic variation of
BH is finite. Then, taking p € (4,2) so that H > %}, and using (4.1.2), we see that the p-variation
of BH is 0. Therefore for any p > 2, the p-variation must be 0, and thus B¥ has a quadratic
variation of 0.

As BY has a quadratic variation of 0, it must be a process of finite variation. However, if we
now take p € (1, %) such that H < %, we see that the p-variation of BY is infinite, and thus B
cannot have finite quadratic variation, thus we have a contradiction. Therefore our assumption
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was false, and B must have unbounded quadratic variation. Then, again using Lemma 4.1.12 we
have that B¥ is not a semimartingale.

4.2 Holder Continuity

Traditional Brownian motion and fBm are part of a group of processes which are said to have
'rough paths’. These processes have paths that are continuous, but nowhere differentiable. When
dealing with such processes of varying levels of continuity and smoothness, a crucial tool we can
use is the notion of Holder continuity. Holder continuity is a property that a process or function
can posses if it fulfils the Holder condition.

Definition 4.2.1 (Holder Condition). Let f : R™ — R™ be a function such that for real constants
C >0,a€(0,1), we have
|f(@) = f(y)| < Cllz —y||* (Holder Condition)

for all x and y in the domain of f. Then, f satisfies the Holder condition with exponent «, and
we say that f is a-Holder continuous[17, Section 15.1 Page 143]. We note that when o =1 this is
equivalent to the Lipschitz condition.

With this notion in mind, we can proceed to define Hélder spaces.

Definition 4.2.2 (Holder Space). Let © be an open set in R™ and 0 < o < 1. A function
f:Q — R™ is uniformly Hélder continuous with exponent « in 2 if

Tl sup H@ =IO
“ zyeq T —yl*
TAY

is finite [18, Section 2.1 Page 283]. A function f : Q@ — R is locally uniformly Hélder continuous
with exponent a in Q if [f]o.o is finite for every Q' € Q. We denote by C%*(Q2) the space of
locally uniformly Holder continuous functions with exponent « in [18, Section 2.1 Page 283],
which we call a Holder space. If © is bounded, we denote by C%%(Q) the space of uniformly
Holder continuous functions with exponent « in 2. We will often use the shorthand notation C¢
to refer to C%(Q) .

With these definitions at hand, we can investigate the continuity of fBm.

4.2.1 Continuity of Fractional Brownian Motion

Of the methods to derive the Hoélder continuity of type-1 fBm, the most popular method is to
utilise the following theorem.

Theorem 4.2.3 (Kolmogorov-Chentsov Continuity Theorem). Let {X;,t > 0} be a Stochastic
process. If for X, there exist such K > 0,p > 0,5 > 0 such that for allt > 0,5 >0

E[|X, - X,["] < Kt — s|'*7

Then the process X has a continuous modification. That is a process {Xt,t > 0} with the

same indez set, state space and probability space as X, such that X € C[0,00) and for all t >
0,P (Xt = )?t) = 1. Furthermore, for any o € (0,8/p) and T > 0 the process X is a-Hélder
continuous on [0,T] [19, Section 2.8 Page 55].

With this theorem in mind, we can determine the continuity of type 1 fBm.

Proposition 4.2.4. The type 1 fBm BY has a continuous modification. Furthermore, this modi-
fication is locally a-Hoélder continuous for all o € (0, H).
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Proof. For a type 1 fBm, we have that
E|B{" = BIPP] = |t - s|"" E [|B{'|]
thus taking a fixed p := % foOr a fixed constant R, K = F [|Bﬂp}, and 8 =pH — 1 = R, we

fulfil the Kolmogorov-Chentsov Continuity Theorem. Therefore B has an a-Holder continuous
modification for all

B R
a<—=H——
D 1+ R’
and as R is arbitrary we can obtain a modification for Hélder exponent o < H. O

As type 1 fBm has a modification which is a-Holder continuous for « € (0, H), we shall always
choose to use this modification, and this will be the default from now onward.

Lemma 4.2.5. Let H € (0,1). Then the type 1 fBm B has sample paths that are almost surely
Holder continuous up to order H — €, for arbitrarily small €.

4.3 Hurst Index

We can now consolidate the information we have gained as to the effect of the Hurst index on fBm.
The Hurst index controls the following:

1 Dependence Structure - The Hurst index controls the dependence structure of the incre-
ments of fBm. For H < % we have that the increments of BY are negatively correlated, and
conversely for H > 1 we have that the increments are positively correlated. Finally, in the
case that H = %, Bf% is a "standard Brownian motion” and the increments are independent.

2 Memory For H > §, BY has long-range dependence (long-memory).

3 Smoothness The paths of B are almost surely a-Hélder continuous for o < H.
From Figure 4.1 we can see a visual demonstration of how H affects the smoothness of the
paths of fBm.

4.4 Integral Representations

It is often useful to be able to represent BY as a linear function of a Wiener process. In order to
do this we search for appropriate kernel functions kg (¢, s) such that the Wiener-Itd integral

B = / kp(t, s)dW, (4.4.1)

is a fBm with Hurst parameter H.

In this section, we will show some representations of type 1 fBm, in terms of integrals of a
standard Brownian motion, or in terms of a Gaussian measure. We must first recall the Gamma
function which will be utilised in the representations to come.

Definition 4.4.1 (Gamma Function). For the purposes of this paper, we only need to consider
the Gamma function on R. The gamma function, I'(z) : R — R, is defined as follows

['(z) = / e "t*7dt [20, Equation 5.2.1] (4.4.2)
0

Lemma 4.4.2. For z € R,
I(z+1) = 2I'(2). (4.4.3)
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Figure 4.1: Paths of fBm for varying value of H [3, Figure 1 Page 5].

Proof. Starting from the definition (4.4.2) and then using integration by parts we have

I'(z+1) :/ e 7 dt
0

t=00 o0
= —e}? + z/ e tF Nt
t=0 0
= zI'(2).
O
Lemma 4.4.3.
(n+1)=nl n=20,1,2,.... (4.4.4)

Proof. 1t is clear from (4.4.2) that I'(1) = 1. Using this and (4.4.3) we can use mathematical
induction to obtain the desired expression.

O

Before we begin exploring various integral representations of fBm, we will introduce the idea of
a canonical representation. An integral representation of the form (4.4.1), is denoted as canonical
it # (BH ) = Z; (W). Therefore, a canonical representation is one in which the final generated
process and the process driving the integral generate the same filtration, and can be said to be
deduced from one another. We can also think of a canonical representation as one where B/
depends on past values W, for s < t, or equivalently that the infinitesimal increment d B depends
on past increments dWj for s < t [14, Section 1 Page 3]. We often seek canonical representations,
and they are often found by restricting ¢ to a subset of R. Moreover, we often choose to restrict ¢
in this way so that in order to produce our process B on an interval [0, T|, we only require values
of W on the same interval.
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4.4.1 Riemann-Liouville operators

The Riemann-Liouville operators I are important tools for the stochastic calculus of fBm. These
operators can be defined for any real index a.

Operators with finite horizon

Definition 4.4.4. For 7 € R and a > 0, the Riemann-Liouville operators are defined as

I I
Iz ft:—/(t—so‘_lfsds, Iffft:—/ s — 1)L f(s)ds,
respectively for ¢t > 7 and ¢ < 7 [14, Section 2.2.1 Page 10].

Remark 4.4.5. These Riemann-Liouville operators are fractional integral operators, where «
represents what order of integral we are taking. Fractional integral operators are fractional-order
generalisations of regular integral operators. In the case that a = 1 we are simply calculating the
anti-derivative, with a constant factor in front, in this case we simply have a standard integral
operator. Fractional integral operators are one way of defining what % an integral is, i.e what
is inbetween a function and its anti-derivative. Furthermore, if we take a = 2, we are in effect
integrating our function twice. The Riemann-Liouville operators are part of a broader class of
generalised fractional operators, for a more in-depth introduction to them see [21, Definition 1.1
Page 3].

Operators with infinite horizon

In the case of integral representations of fractional Brownian motion, we often utilise an infinite
time horizon.
The infinite time horizon Riemann-Liouville operators I$ are defined by letting 7 — Foo in
.. However, we are often more interested in the modified operators, defined by

I3 f(0) = 1540~ 124(0) = lim (1% f(2) ~ I2./(0))

when the limit exists [14, Section 2.2.2 Page 14].

4.4.2 The Mandelbrot-Van Ness Representation

Recall that the two-sided Wiener process is the Gaussian process with independent increments
satisfying E(W;) =0 and E(W; W) = s At, s,t € R.

In 1968 Mandelbrot and Van Ness [22] derived an expression for the two-sided fBm, in terms
of the two-sided Wiener process.

Theorem 4.4.6 (Mandelbrot & Van Ness, 1968). Let W = {W,,t € R} be the two-sided Wiener
process, and let kg (t,u) == (t—u)§—(—u)%, where o = H—L. Then the process B = {Bf' |t € R}

defined by
L 1 1
Bt =Cy IfH(t,’U,)qu, He 0, - |U[=,1
. 2 2
1\ °  (2Hsin(rH)T(2H))'/?
—_ 1 a _ o)\2 L _
where Cpr <A+(( +5)* —s%) ds+2H> T(H +1/2) ,

has a continuous modification which is a normalized two-sided fBm [15, Theorem 1.3.1 Page 9].

Proof. This shortened proof is based on the proof by Mishura [15, Theorem 1.3.1 Page 9].

The two-sided Wiener process is a Gaussian process, and therefore B being an integral of the
kernel function with respect to a Gaussian process, is also a Gaussian process. Furthermore, we
can see that B! = 0 and E(BH) = 0. Therefore, B is a centred Gaussian process.

Now, to show that B has stationary increments, we rely on the fact that the Wiener process
has stationary and independent increments. Taking a constant s > 0, we calculate an increment
of our process BH
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(B{" — BI) :(CH/R t—u) s—u)+)qu>
_ (CH/R ((t—s—v)T — (- v)i)dwv+s>
4 (CH/R (t=s—v)% = (-v)}) qu)

Therefore, B¥ has stationary increments. Now it remains to show that B¥ is a type 1 fBm, by
showing that it possesses the defining covariance structure from Definition 4.1.2.
Take ¢ € R\{0}, then by substituting y := $ for t >0 and y := 1 — ¢ for £ <0 that

B (2 = (Cu)” [ (=95 — (~92)" ds
— () P / (1= )% — (9)2) dy
0 1
— (Cn)? P ( | - ot - y)zady)
— e

Finally, combining the above facts we can deduce that

B (B, BYY) = 3 (B2 (BI)® +Ez (BIY)’ ~ B (B - BI')?)

1
=5 (P + 27 — |t —s*7) 5.t € R.

And therefore B is a type 1 fBm.
O

Remark 4.4.7. The Mandelbrot-Van Ness representation is popular, due to the simplicity of
the Kernel function. Unfortunately, the natural filtrations of the Wiener process driving the
representation, and the resulting type 1 fBm do not coincide. Therefore, it is a non-canonical
representation, reducing its usefulness in certain applications [16, Section 3.5.2 Page 8].

Remark 4.4.8. The kernel function kg (¢, s) used in the Mandelbrot-Van Ness representation is
not a proper convolution kernel, as it has an additional term preventing it from being written in
the form kg (t —s). The search for an integral representation of fBm with a convolution kernel will
lead us to type 2 fBm.

The Mandelbrot-Van Ness representation can be generalised to the following representation

+o0o
Bl = [ (=97 = ) aw
— 00

for k a positive parameter depending only on the value of H. Given a fixed H, k is merely
a constant scaling the process. It is easy to show that, like above the resulting process is a fBm.
As we work through the literature, we will see many different constant (given a fixed H) terms
utilisied in various expressions.

We shall now, as done by Mandelbrot and Van-Ness in [22], consider the case of

k=k(H)=1/T(H+1/2).

This choice was made to ensure that the variance of the process at time ¢ = 1 is equal to the
following

5 cos(mH)

Var(BY) = v(H) = — -

I'(—2H), v(1/2)=1 [14, Section 4.1 Page 23].

This choice of k also allows us to present the following result, using the infinite horizon modified
Riemann-Liouville operators
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Lemma 4.4.9. The Mandelbrot-Van Ness representation of fBm, with k = 1/T'(H 4+ 1/2) can be
written as _
B = Iffl/QW [14, Theorem 4.1 Page 23]. (4.4.5)

Proof. A full proof can be found on Page 23 of 'Representation formulae for the Fractional Brownian
motion’ by Jean Picard [14, Theorem 4.1 Page 23]. It has been omitted here for brevity. O

A useful property of expression (4.4.5) is that it can be restricted to R_, therefore in order to
know the path of B¥ on R_, we only need to know the path of W on R_. While this is useful
theoretically, for most purposes we are mainly concerned with positive time indexing, thus we
would hope we have a similar relation on R;. Unfortunately, (4.4.5) cannot be restricted to Ry
[14, Section 4.1 Page 23]. If we desire knowledge of the paths of B on R, , we need to know W
on the entire real line R. An attempt to circumvent this issue can be to reverse the time index
(t — —t) of all the processes. This reversal, allows us to obtain the following backward formulae
on ]R_A'_

1 e _
Bl = ] / (SH_1/2 —(s— t)f 1/2) dWs. [14, Equation 54 Page 24]

T(H+1/2

However, this does not solve our issues completely. If we want to know the value of B at a single
time ¢ > 0, we require knowledge of the path of W on the whole of R;. This is very impractical,
and thus we search for a representation of {fBm where we would only require the path of W on [0, ¢]
in order to obtain the value of B}. This brings us to our next representation formulae.

4.4.3 Canonical Representation on R

Theorem 4.4.10 (Canonical Representation of Fractional Brownian motion on Ry ). Define
QDJ’H(’U,) _ (H _ J)/ (’UH+J_1 _ 1) (’U _ ].)H_J_ld’l} + (u o 1)H—J
1
forO< J H <1 and u > 1, and let
1 t
KPH (G gy — JH (VY H-J
o b == \5)
Then on R ,the fBm BY can be represented by the following Ité integral

/Kl/” ,8)dW, (4.4.6)

Proof. The proof is lengthy and has been left out for brevity. It can be found on Page 25 of
'Representation formulae for the fractional Brownian motion’ by Jean Picard [14, Theorem 4.3
Page 25]. O

Lemma 4.4.11. The representation of fBm given by (4.4.6) is canonical, with B¥ and W gener-
ating the same natural filtration.

4.4.4 Molchan-Golosov representation

The third and final representation of type 1 fBm is the Molchan-Golosov representation, which is
also often called the Volterra-type representation, not to be confused with the type 2 fBm we shall
explore next. An advantage of this representation is that the kernel function used has compact
support and that the representation is canonical (on Ry).

The following theorem was presented by Molchan and Golosov in 1969 [23], however this rep-
resentation is based on a translated version by Jost [16, Section 3.1 Page 5].

Theorem 4.4.12 (Molchan & Golosov). Let t € [0,00), and H € (0,1). Then define X} as

(x) = (/Ot zH(t,s)dWs> :

25



Where, for H > %,
= H-3
zp(t,8) i= ———=<52" /u T2 (u—s)"T2du,0 < s <t < oo.
AndforHﬁ%,
1
H) [(t\"2 HoL
ts) im0t 2 t— 3
) = ) ()
H t
—Ls%*H/ uH*%(u—s)H*%du,0<s<t<oo.

In both cases

_ (2HT (H+3)T (3 - H) :
C(H) ‘_< I'(2-2H) ) '

Then XH is a type 1 fBm with Hurst parameter H.

Proof. The proof is lengthy, and can be found on page 6 of 'Integral Transformations of Volterra
Gaussian processes’ by Jost [16, Theorem 3.1 Page 6]. O

The Molchan-Golosov representation has been widely used since its inception, and many sub-
sequent results in the study of fBm have been based on this representation, including the notable
Lévy characterisation of fBm.

4.5 Type 2 Fractional Brownian motion

Riemann-Liouville processes are often referred to as a type 2 fBm. They are constructed from a type
1 fBm by applying Riemann-Louivlle fractional operators, in contrast to the weighted fractional
operator used in the Mandelbrot-Van Ness representation of type 1 fBm.

Type 2 fBm is also often referred to as Volterra-type fBm, due to it being a Volterra Gaussian
process. Before we delve into type 2 fBm, we will first define Volterra Gaussian processes.

4.5.1 Volterra Gaussian processes

Voltrerra Gaussian processes are a generalisation of a standard Wiener process. Furthermore, a
Volteraa Gaussian process can also be thought of as a generalisation of the Molchan and Golosov
representation of type 1 fBm, where we allow arbitrary Volterra kernel functions. While fBm is the
unique Gaussian process that provides a model for both self-similarity and long-range dependence
[16, Section 1 Page 1], Volterra processes allow for more flexibility when modelling only self-
similarity is required.

Definition 4.5.1 (Volterra Kernel ). Let zx € L ([0,00)™).
Then we call zx a Volterra Kernel on [0, 00)™ if it satisfies the causality condition, which is as
follows

zx(x1,22,...,2,) = 0if any of z1,29,...2, <0

Furthermore, in the context of {fBm, we frequently use convolution kernels of the form zx (t — s),
in this in order for zx to be a Volterra kernel we must also have that

zx(z1,22) =0, if 21 < x9.
[16, Definition 6.1 Page 17]

With that in mind, we can continue to define a Volterra Gaussian process.
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Definition 4.5.2 (Volterra Gaussian process). Let (Wi),¢(9 «) be a standard Brownian motion.
Then, a Gaussian process (X;) ) is called Volterra, if there exists a Volterra kernel zx €
L% ([0,00)?), such that

loc

te[0,00

t
X, = / 2x(t, 5)dW,
0
[16, Definition 6.1 Page 17]

Theorem 4.5.3. Let X; be a Volterra Gaussian process. Then the following hold

1 X; is a centred Gaussian.

2 X has the following covariance function

SNt
RX(s,1) :/ zx (t,u)zx (s,u)du, s,t € [0,00) [16, Section 6.2 Page 16].
0

Notable Volterra Gaussian processes include the Molchan-Golosov representation of type 1 fBm
(see 4.4.4), and the Riemann-Liouville processes (see 4.5.2), also known as type 2 fBm. To avoid
confusion, any reference to "Volterra-type’ fBm will refer to the Riemann-Liouville processes, which
we shall now explore.

4.5.2 The Riemann-Liouville processes

Definition 4.5.4 (Riemann-Liouville processes). Let t € R, then define

XH = ﬁ/o (t —s) 124w, (4.5.1)

Then X/ is a Riemann-Liouville process with Hurst Index H. Furthermore, the paths of X; are
almost surely a-Hoélder continuous for av < H [14, Section 5.1 Page 34].

Remark 4.5.5. From the definition, we can see for a fixed H that the Riemann-Liouville process
and the type 1 fBm, are of the same Holder continuity.

These Riemann-Liouville processes are very similar to type 1 fBm, hence why they are often
referred to as type 2 fBm. We have already established that type 1 and type 2 fBm share the same
smoothness for a given H, if we want to further quantify the similarity of the paths of these two
processes, we can utilise the following result.

Theorem 4.5.6. Let 0 < H < 1, then both type 1 and type 2 fBm exist, and we can jointly realise
both processes (XH,BH) on Ry, where BY is a type 1 fBm, and X is a type 2 fBm. Then
XH — BH js O~ on R,. Furthermore, for T > 0,5 >0 and 1 < p < oo, we have that

sup ‘(Xé{-&-t - Xg) - (Bg+t - Bé’)!
0<t<T

< Cp,sf-tr (4.5.2)

p

(where ||- ||, denotes the LP(§)-norm of the underlying probability space) [14, Theorem 5.1 Page
35/.

Proof. A full proof can be found on Page 35 of Picard [14, Theorem 5.1 Page 35]. O

Remark 4.5.7. Inequality (4.5.2) indicates that the process of the increments of type 2 {Bm,
XtS’H = XE_H — XgI, is close to that of a type 1 fBm when S is sufficiently large.

While type 1 and type 2 fBm are quite similar, there are notable differences in their behavior.
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Differences between type 1 and type 2 Fractional Brownian motion

Consider a Riemann-Liouville process of the form

V(t) = /Ot(QH(t — 5)H=12)aw, (4.5.3)

For this choice of process V;, we have that Var(V;) = >/

fBm.

, which coincides with that of type 1

Remark 4.5.8. Here we again reiterate that the choice of constant factor in front of the integral
in the definition of fBm processes, simply scales the process, changing its variance. What is
important are the terms within the integral, even with different constant factors the paths of the
process still have the same properties. Practitioners often choose the constant term to ensure a
specific expressing for the variance of the process.

While the variance of this type 2 fBm and type 1 fBm match, we unfortunately get a rather
different covariance structure for type 2 fBm.
Let 0 < s < t, then we have that

1 t H-1/2 ¢
E[V(t)V(s)] = 2H32H/ (1 —u)H—1/2 ( - u) du = s*2G () , (4.5.4)
0
where, for z > 1

2H

@) =g

2/ HE(1,1/2 — H H +3/2,z), [2, Equation 4.1 Page 15],

with o F} denoting the Gaussian hypergeometric function (see [16, Section 3.3.1 Page 7]).
Remark 4.5.9. Substituting v = u = ¢ into equation (4.5.4), we obtain Var(V;) = 2.

Another major difference between the two types of fBm, is that the Riemann-Liouville process
no longer has stationary increments. However, an interesting paper by Lim [24] shows that under
various conditions that the increments of the Riemann-Liouville process can be stationary. Thus,
the Riemann-Liouville does not totally lack the property of stationary increments. We encourage
the reader to consult the Lim paper [24] if interested, however it is out of the scope of this
investigation.

Even with these differences, the Riemann-Liouville processes still allow us to capture the rough-
ness and long-term dependence of type 1 fBm. In fact, the Riemann-Liouville processes are arguably
more important than type 1 fBm within mathematical finance, as they are more frequently used
for the purpose of modelling. Though the standard type 1 fBm possesses useful properties such
as stationary increments and self-similarity, it is often not used for modelling purposes as it does
not represent a casual time-invariant system. On the other hand, the type 2 fBm can be viewed a
system driven by a white noise process [24, Section 1 Page 1302].

Therefore, practitioners often choose to utilise Riemann-Liouville processes, and their paths
are often considered similar enough to type 1 fBm. As a result of this, these Riemann-Liouville
processes will be the processes that we shall use within our construction of a Rough Volatility
model.

Now that we have introduced fBm, and covered some of the theory regarding Holder continuity
and the Hurst parameter, we can proceed in the next chapter to introduce the final motivating
factor for the development of rough volatility models. This motivating factor will be introduced
in the form of an investigation into the roughness of the variance process of several equity indices.
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Chapter 5

Additional Motivation: Assessing
the Roughness of Volatility

Now that we have covered the requisite theory on fBm, we can delve into an additional motivating
phenomenon towards the development of rough volatility models. In this chapter, we will display
an investigation into the roughness of the realised volatility processes of various equity indexes.
The conclusion from this investigation will serve as our final motivating factor for the development
of rough volatility models.

5.1 Smoothness of a process

How does one determine the smoothness of a continuous time process? The literature concerning
the smoothness of process as of recent has supported the notion of utilising Besov spaces, as a
‘natural framework to study the smoothness of the sample paths of a continuous time random
process’ [25, Section 1 Page 55].

5.1.1 Besov Spaces

A Besov space is a complete function space, that can be viewed as containing functions/processes
of a certain smoothness. In order to define a Besov space, we first let A} be the operator defined
by A} f(z) = f(z +h) — f(z) and A f(x) = A} (AZ‘I) f(z) [25, Appendix A.1 Page 61].

Now we must also associate a modulus of smoothness/continuity. A modulus of smoothness is
a function used to quantify the uniform continuity of a function. We shall utilise the nth order LP
modulus of smoothness of f on [0,1] , defined as

wn(f,t)p = sup AL fllpoq, ) »
Ihl<t

where Qp, , = {x € [0,1];2 + kh € [0,1],k =0,...,n} [25, Appendix A.1 Page 61].
Furthermore, let us define the following sequence space [P:

Definition 5.1.1 (I Sequence Space). Let 0 < p < oo, then [P is the space consisting of all
sequences (&, )nen such that

Z |z |P < 0.

n

We can now proceed to define a Besov Space.

Definition 5.1.2 (Besov Space). Let s > 0, 0 < p, and ¢ < o0, then the the Besov space
% ,(10,1]) consists of those functions f € LP[0, 1] such that

{290, (£,277),} _ e,

=0

where n € N such that s < n.
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(i) Additionally, if p, ¢ > 1 then the Besov space is a Banach space when equipped with the
norm

/]

5; (0.1 = [Ifllzr + H{Zsjwn (f,zfj)p}

P>
7201l 4q

(ii) For p or ¢ less than 1 and s > max{1/p — 1,0}, the Besov space %; ([0, 1]) is only a quasi-
Banach space [25, Appendix A.1 Page 61].

(iii) In the case that ¢ = +00, s > 0, and 1 < p < +oo the Besov Space %; ([0, 1]) consists of
those functions f € LP[0, 1] such that

SUp,> {Qsjwn (f, 2—j)p}j>0 < 00,

where n € N such that s < n [26, Appendix Page 899].

While Besov spaces are useful we are mainly concerned with Holder continuity. In order to link
Besov Spaces to Holder-Spaces and Holder continuity, we shall use the following Theorem.

Theorem 5.1.3 (Besov to Holder Embedding). Let f belong to %, ., for any p > 0. Then f
belongs to the Hélder space C* and is a-Holder continuous for s < « [1, Section 2.1 Page 7].

5.1.2 Regularity Measures

Now that we have defined a Besov (smoothness) space, we wish to find quantities which allow us
to derive Besov smoothness proprieties for the paths of various continuous time processes. We
make use of the novel regularity measure proposed by Rosenbaum in his 2011 paper, titled > A new
microstructure noise index’ [26, Equation 3 Page 884].

For a given p € R, we consider the following function

q— S
with
[ PR Vi [26, Equation 3 Page 884]

q P g2 qu y L g
where

T2N-9_1

VP= Y Vs~ — Yigan|" [26, Equation 3 Page 884].
k=0

Rosenbaum showed that S? can be considered a regularity measure of a process, with the
associated sampling frequency of 2V ~9. The interpretation of SP — ¢ as a regularity measure, laid
out by Rosenbaum in [26], is as follows. Let T' = 1, and use the Besov smoothness space B;, ([0, 1]).
Furthermore, assume a process Y; belong to B3 ([0,1]) and does not belong to B5t2([0,1]), for
any € > 0. Then under the assumptions laid out in [25], we can consider the following asymptotic
approximation

VP~ 2(@=N)(ps=1) 196 Equation 3 Page 884]

with ¢ > 0. Utilising this approximation, we have that

1 2(a+1-N)(ps—1)
P — -

9= {1 +log; ( 2@ M) >}

1 -

S~ » {1+1og, (c2°71)}

Sf;zs

12

From, above we can see that S? is the value of s such that Y; belongs to the Besov smoothness
space By ([0,1]) , and does not belong to a smoother space. Therefore in the circumstances
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above, S is approximately a measure of the smoothness of Y%, providing an upper bound in terms
of smoothness and associated Besov smoothness space for the process.

One can utilise the index S% as follows: take a process Yi, calculate S%, then s = SP is the
maximum value of s such that Y; is a member of the Besov smoothness space, B; . ([0,1]).

Proposition 5.1.4. Let Y; be a continuous semimartingale. Then for any p, ST is asymptotically
equal to & [26, Section 2.2 Page 885].

Proof. See Jacod 2008 for a proof [27]. O

Proposition 5.1.5. Let T be fized, N — oo, and % < H < 1. Then for any p >0, S¥ for a fBm
with Hurst Parameter H, converges almost surely to H.

5.2 Realised Volatility and Variance

Consider a simple stochastic volatility model,
dSt = ,LLtStdt + O'tStth (521)

Unfortunately, the instantaneous volatility process o; is not directly observable within the
market, thus in order to analyse its properties, and in particular its roughness, we must estimate
it somehow. A natural choice is to examine the realised variance and realised volatility of a price
process.

Definition 5.2.1 (Realised Variance & Volatility). Let 7™ be the time partition defined as the
sequence i, Ts ... Ty, such that m; < m4q for all 4, and ¢ = 71, m, = t + 6. Then, the realised
variance of a price process S over [t,t + d] sampled along the time partition 7" is defined as

2
Rvart,t+6 (ﬂ'n) = Z (10g Stﬁrl — 10g St’f) ’
T O[t,t+6]

and subsequently, the realised volatility is defined as

RVipys (n") = Z (log Sen,, —log Stg>2.

7Ot t46]
Furthermore, let us define the integrated variance of a price-process,
Definition 5.2.2 (Integrated Variance). Let S follow (5.2.1). Then the integrated variance is
defined as [28, Equation 3 Page 254]

¢
2
IVargy = 0,7 = / o2ds.
0

We can easily calculate the realised variance and volatility of an asset’s price process. As we
wish to utilise these quantities as estimates for the instantaneous variance o? and instantaneous
volatility oy, we shall utilise the following results from Barndorff-Nielsen and Shepard [28].

Proposition 5.2.3. Let S follow (5.2.1), then as the size of the mesh of the time partition ©"
approaches 0

1 RVar, 45 (m™) converges in probability to IV ary 45 [28, Section 2.1 p257]

2 RVar; ;s (7") is a consistent estimator of 07 as 6 — 0/28, Equation 7 Page 255]

With these at hand, we can proceed to our investigation into the roughness of the realised
variance process of several equity indices.
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5.3 Analysis of the volatility process

5.3.1 Framework of the Investigation

We present an investigation of the roughness of the volatility process, based on the work of Gatheral,
Jaisson, and Rosenbaum, in their 2014 paper titled ” Volatility is rough” [1, Section 2 Page 6-13].
In order to develop a framework for assessing the roughness of the volatility process, we shall
begin working under the pretense that we have direct discrete observations of the volatility process.
These observations of o; are taken on a time grid with mesh A on [0, T, such that we have:

00,0Ay -3 0kAy -+

with k € {0,[T/A]}.
We wish to calculate, for some ¢ > 0, the following quantity:

E[|log(oa) — log(oo)|?]. (5.3.1)

Now assuming the increments of log-volatility process are stationary and that the law of large
numbers holds, we can approximate (5.3.1), via the following:

N
1
m(q,A) := 5 Z |log(ora) —log(o—1)a)|? [1, Section 2.1 Page 7]. (5.3.2)
k=1

Building on Rosenbaum’s 2009 smoothness index, detailed above in Section 5.1.2, Gatheral, Jaisson
and Rosenbaum explored the following smoothness estimate, based on m(q, A).
Working under the assumption that for some s, > 0 and b, > 0, as A — 0,

N%m(q,A) — b, [1, Equation2.1PageT). (5.3.3)

Under suitable technical conditions, laid out in Rosenbaum’s 2009 paper ’A new microstructure
noise Index’ [26], if (5.3.3) holds, we have that o; belongs to Besov smoothness space By’c, but
does not belong to Besov smoothness space B;jﬂ;ﬁe for any € > 0. Furthermore, sample paths of o
will belong to By‘%e almost surely [1, Section 2.1 Page 7] . We view s, as the smoothness of the
volatility process, with regard to the [, norm, and crucially note that if o, € By, for ¢ > 0, then
oy is a holder continuous for o < s, [1, Section 2.1 Page 7].

5.3.2 Empirical Calculations

As previously mentioned, unfortunately we are not able to directly observe the volatility process
o¢, thus we must find a proxy for spot volatility o, to be able to compute approximate values
for o;. Inspired by ’Volatility is Rough’, we chose to proxy daily integrated variances by using
daily realized variance estimates from the Oxford-Man Institute of Quantitative Finance Realized
Library [29]. Unfortunately this data set was discontinued, however we found the data through an
archive, containing values from January 3rd 2000, to the June 27th 2018, corresponding to 4714
trading days. As these pre-computed integrated variance estimates are calculated for the entire
trading day, we take note of the bias pointed out in "Volatility is Rough’, where the authors warn
of an upwards bias in the smoothness of the volatility process, as integration is a regularizing
operation [1, Section 2.1 Page 8]. Figure 5.1 shows a plot of the realised volatility, calculated from
the realised variance estimates, for the SPX Index.

We proceed to estimate the smoothness of the volatility processoy, by estimating m(q, A) with
a proxy for oy, for several different values of A. From this point onward, We will utilise the the
notation oy and m(q, A), with the understanding that we are utilising the appropriate proxies. We
subsequently shall regress log m(q, A) against log A, and plot these regressions for various values
of q.

We performed this investigation for 30 Stock Indices within the Oxford-Man data set. Figure
5.2 shows a plot of the scaling of log m(q, A) against log A for various ¢, for the SPX Index. From
this plot we can see that the points are well clustered around their respective linear regression
lines, with a improved fit to the regression line being seen for lower values of ¢. If we consider
the regression lines a good fit for each ¢, then for all ¢ the points can be viewed as having an
approximately linear relationship. Under stationary assumptions, this linear relationship implied
the following scaling property:
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Figure 5.1: Plot of the Daily Realised Volatility of the S&P 500 Index, between January 3rd 2000,
to the June 27th 2018
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Figure 5.2: Plot of estimates of logm(g, A) against log A for various ¢, with accompanying linear
regression lines, for SPX data

E [[log(ca) — log(og)|?] = K A% [1, Section 2.2 Page 9],

with ¢, = %&@Yq, where Y, is the regression line associated with ¢. This suggests that

our smoothness index S; ~ %‘1. Therefore, a plot of (, against ¢ should reveal an estimate of
the smoothness index of our volatility process. Figure 5.3 shows such a plot, for the same SPX
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data. The gradient of this line represent the smoothness of the underlying volatility process. If
the volatility process was driven by a standard Brownian motion, we would expect to see a value
of S; = %, however this is not what we observe in practice. Ultimately, we obtain a estimate of
Sy = 0.105 for the SPX Index, this value also corresponds to the Hurst parameter H such that the
fBm with Hurst Parameter H, will have sample paths of H-Holder continuity. This process was
repeated for all 30 indices, and the resulting estimates for H are shown in Table 5.1.

Scaling of Zq with q

0.08
0.06 /
0.04

0.02 /

0.0 02 0.4 06 0.8 10 12 14 16

Figure 5.3: Plot of (, against ¢, with accompanying linear regression line, for SPX data

Index H Estimate Index H Estimate
AEX 0.116 KS11 0.101
AORD 0.072 KSE 0.105
BFX 0.124 MXX 0.066
BSEN 0.094 N225 0.098
BVLG 0.094 NSEI 0.092
BVSP 0.128 OMXC20 0.097
DJI 0.100 OMXHPI 0.084
FCHI 0.118 OMXSPI 0.102
FTMIB 0.127 OSEAX 0.096
FTSE 0.094 RUT 0.089
GDAXI 0.110 SMSI 0.114
GSPTSE 0.077 SPX 0.105
HSI 0.082 SSEC 0.113
IBEX 0.097 SSMI 0.140
IXIC 0.119 STOXX50E 0.113

Table 5.1: Hurst Parameter Estimates for Stock Indices

From Table 5.1, we can see that the estimate for H for each index is significantly below 0.5,
suggesting that the variance processes of each of these indexes are rougher than a traditional
Brownian motion. With this in mind, it seems natural to attempt to model the variance process
of each asset as a rough process, driven by a process such as a fBm with H < % As a result of this
investigation, and further discoveries during their paper titled "Volatility is Rough’, Gather et al.
[1] proposed the Rough Fractional Stochastic volatility model, which we shall explore in the next
chapter.

Comparing our results to those of Gatheral et al. [1, Table B.1 Page 34], we see that our H
estimates are more or less in line, while noting that each of our estimates is slightly lower for each
index considered. However, we must recall that our investigation was performed on data from the
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Oxford-Man data set from January 3rd 2000, to the June 27th 2018, whereas Gatheral et al. [1]
used only up to March 31st 2014. Our estimates can thus be viewed as an updated version of the
estimates from Gather et al. [1].

Remark 5.3.1. We stress that the aim of this investigation was to demonstrate that equity indexes
have variance processes that are likely rougher than a traditional Brownian motion, rather than a
thorough investigation to determine the exact Hurst parameter H to be used in any future rough
volatility models. As mentioned in Section 5.3.2, these estimates are likely to be upwardly biased.
Nevertheless, while we don’t stress too heavily the exact value of each estimate for H, we shall
utilise them somewhat as starting values for calibration attempts for the Rough Bergomi model
(see Chapter 10), unless another suitable H is provided, for example from a previous calibration.
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Chapter 6

The Rough Fractional Stochastic
Volatility Model

In this chapter, we will explore the Rough Fractional Stochastic Volatility (RFSV) model, proposed
by Gatheral, Jaisson and Rosenbaum [1, Section 3.1 Page 14]. As a precursor to the RFSV model,
we will explore the FSV model of Comte and Renault [4], which the RFSV model was based upon.

6.1 The Fractional Stochastic Volatility Model

The Fractional Stochastic Volatility model (FSV) was proposed by Comte and Renault in 1998
[4]. The idea of the model was to replace the standard Brownian motion found in most stochastic
volatility models, with a fBm (with H > %), in order to better capture the long-memory property
of volatility. The long-memory of volatility was at the time seen as a stylised fact of volatility,
however, as we shall later see, this notion may not be entirely accurate. Nevertheless, we shall
briefly explore the FSV, before moving on to the more recent Rough Fractional Stochastic Volatility
Model (RFSV).

The FSV model considers the following fractional stochastic differential equation [4, Section
2.1 Page 295|

1 1
dXy = —kXydt +0dBy zp=0,6>0,00:=H — 5,0 <a<y (6.1.1)

Remark 6.1.1. The FSV utilises H > %, in order to capture the long-memory property of
volatility. Recall that for H > %, the increments of B¥ are positively correlated, and thus in order
to obtain a mean-reverting volatility process, a mean reversion term must also be included in the
model. We will later see that models utilising BY with H < %, have this mean-reverting feature
"built-in’ to the model, without needing explicit mean-reversion terms.

The solution to (6.1.1), derived by Comte and Renault [4, Section 2.1 Page 295], is as follows
t
X = / e =) g AB*(s)
0

Remark 6.1.2. We must be careful as integration with respect to B¥ is not always well-defined.
Integration with respect to B¥ for H # % is defined only in the Wiener L? sense, and only for the
integration of deterministic processes [4, Section 2.1 Page 295].

Furthermore, we can express this solution in terms of a Volterra-Gaussian process, with a
suitable choice of kernel function, as follows

t
X = / z(t — s)dW, [4, Section 2.2 Page 295] (6.1.2)
0
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where

o d [*
- —RU _ ad
r'l+a)dz /0 e @ —u)du

g « —RI ’ ru,
= — 2% — ke e™u*du | .
I'l+a) ( /0 )

This allows us to express the solution as an integral with respect to a standard Wiener process,
resulting in a substantially easier to work with form.

Now within their FSV model, Comte and Renault worked under the assumption that the
logarithm of volatility was the solution to (6.1.1), i.e that Ino(t) = X;.

Under this assumption, they obtain the following expression for the volatility process [4, Section

2.7 Page 296]
N ¢
o(t) = exp </ e Ft=s)y dBa(s)> .

oo

z(x) =

Comte and Renault chose to use a ’stationary’ version of X;, by choosing to integrate from —oo
to t, in order to produce an asymptotically stationary volatility process.

This FSV model inspired the RFSV model proposed by Gatheral, Jaison and Rosenbaum in
their paper "Volatility is Rough’ [1], however, they chose to utilise B with H < % We shall now
explore the RFSV model.

6.2 RFSV Model

In their paper "Volatility is Rough’ [1], Gatheral, Jaison and Rosenbaum found, through an empiri-
cal analysis of realised volatility, that the increments of log-volatility were approximately normally
distributed [1, Section 3.1 Page 14]. Furthermore, they discovered that the increments displayed a
scaling property with a constant smoothness parameter [1, Section 3.1 Page 14]. These two results
led them to propose their novel RFSV model, an adaptation of the aforementioned FSV.

6.2.1 Specification of the RFSV model

Gatheral, Jaisons and Rosenbaum’s RFSV model is a FSV model, with a choice of Hurst Parameter
H < %, chosen to be consistent with their roughness estimates of realised volatility [1, Section 2
Page 6-13].

Gatheral, Jaisons and Rosenbaum initially propose a simple model, which assumes the following
underlying dynamics of the increments of log-volatility

logoiia —logo, = v(Bf A — Bf') [1, Equation 3.1 Page 14] (6.2.1)

where B is fBm with H < % and v > 0. This permits the following equivalent expression for o,
oy = oexp(vBlf) [1, Equation 3.2 Page 14] (6.2.2)

for some constant o > 0.

Unfortunately, as noted by Gatheral, Jaisson and Rosenbaum, this model is not-stationary [1,
Section 3.1 Page 14]. A reminder of the definition of a stationary stochastic process is presented
below.

Definition 6.2.1 (Stationary process). Let (X}) be a stochastic process, with Fx (z¢,, Zt,, ..., Zt, )
representing the cumulative distribution function of the unconditional joint distribution of (X;) at
times t1,t9,...,t,. Then , we call (X;) stationary if the following holds:

Fx(l‘tl 5 xt27 e ,J}tn) = FX(-Tt1+S7 Z‘t2+s, ey xtn + S)
Therefore F'x is invariant under a shift in time.
Stationarity in a model is desirable as it helps to ensure the model is still valid over large time
periods, and also makes the model more tractable and easy to deal with. In an attempt to find such

a stationary model, Gatheral, Jaisson and Rosenbaum chose to model log-volatility as a fractional
Ornstein-Uhlenbeck (fOU) process, with a long reversion time scale [1, Section 3.1 Page 14].
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Definition 6.2.2 (Fractional Ornstein-Uhlenbeck process). A stationary fOU process (X;) is de-

fined as the stationary solution of the following SDE, known as the Fractional Ornsetin-Unlenbeck
SDE :

dX; = vdBF — k(X, —m)dt [1, Section 3.1 Page 14], (6.2.3)
where m € R and v,k > 0.

Gatheral, Jaisson and Rosenbaum subsequently proposed the following model

oy =exp(Xy), te€][0,T], [1, Equation 3.4 Page 15] (6.2.4)

where (X;) satisfies the fractional SDE (6.2.3) for some appropriate choice of parameters.
Intuitively, x represents the speed of mean reversion towards the long-term mean m.

Remark 6.2.3. Under the RFSV model (6.2.4), if K = 0 we observe that X; — X = v(B}f — BH),
and thus we recover our non-stationary model described by (6.2.1).

Furthermore, the solution to (6.2.3) can be written in the following explicit form

t
X, = V/ e " =)dBH 4 m |1, Equation 3.3 Page 14]. (6.2.5)
Remark 6.2.4. The stochastic integral with respect to fBm in (6.2.5) is a path-wise Riemann-
Stieltjes integral.

The RFSV model specified by (6.2.4) is a stationary model [1, Section 3.1 Page 15]. Further-
more, for k < 1, we observe that log(c;) behaves locally as a fBm [1, Section 3.1 Page 15]. This
notion is formalised by the following proposition:

Proposition 6.2.5. Let BY be a fBm and X" be the process defined by (6.2.5) for a given k > 0.
Moreover, let ¢ > 0,t > 0,A > 0.Then, as k tends to zero,

1E [SUPte[o,T] | Xr — X§ - VB{IH — 0 [1, Proposition 3.1 Page 15].

2 E[|Xfa— XF|7] = vIK, A [1, Corollary 5.1 Page 15].

Proof. A full proof can be found in Appendix A.1/2 of *Volatility is Rough’ [1, Appendix A.1/2
Page 32]. O

From Proposition (6.2.5) we observe that if k <« %, then we can assume that the log-volatility
process behaves as a fBm within our interval of interest [0,7]. Furthermore, from part 2 of
proposition (6.2.5) , we can see that the scaling property of {Bm, is approximately reproduced by
the fOU process for very small x [1, Corollay 3.1 Page 15]. Therefore the RFSV model allows us to
have a stationary model, which can also replicate the empirical smoothness of the volatility process
and the scaling behavior of fBm. With this in mind, it seems theoretically suitable to model the
log-volatility process in such a way as described by (6.2.4).

Remark 6.2.6. Long-memory had previously been well regarded as a stylised fact of volatility.
However, Gatheral et al. [1, Section 4 Page 23|, showed that their RFSV model, which did not
have long-memory by construction, would still seem to have the property of long-memory when
analysed by classic estimation procedures used to test for long-memory. They therefore propose
that perhaps these classical estimation procedures are not entirely accurate, and perhaps volatility
does not have long-memory. This serves as additional justification for their RFSV model, which
utilises H < %, and does not have long-memory by design.

6.3 Comparison with the FSV Model

As mentioned before, the RFSV model is a particular case of the FSV model. The main difference,
however, is that for their RSF'V model in line with the empirical observations of the smoothness of
the volatility process, we take H < % and k < 1/T, while the FSV model takes H > %, to satisfy
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the long memory assumption. This difference in the value of H has a large number of implications
on the relative behaviour of the models.

As mentioned before in Section 3.4, Fukasawa found that a stochastic volatility model driven
by a fBm B generates a term structure of ATM forward skew of the form (1) ~ TH_%, for
small 7, where 7 = T — ¢, the time to maturity. From this we can see that if we take H > %, as
in the FSV model, then we obtain a term structure that is increasing for small 7. Such a term
structure is inconsistent with the general empirically observed term structure.

In contrast, Gatherl et al. showed that the RFSV is both able to reproduce a realistic term
structure of the ATM Forward volatility skew, while also matching the observed smoothness of the
realised volatility process [1, Section 3.1 Page 14]. Furthermore, the choice of H < % allows the
model to have 'mean-reverting’ properties, consistent with those observed empirically.

Ultimately, investigations into the RFSV model led to the development of a specific case of the
RFSV model, known as the Rough Bergomi model. This will be the main model we explore within
this work, and we will begin by introducing the Rough Bergomi model in the next chapter.
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Chapter 7

The Rough Bergomi Model

In this chapter we present the main model of this paper, the Rough Bergomi Model. We shall
describe both the pathway taken to specify the model, and the specification of the model itself.

7.1 The Path to the Rough Bergomi Model

Building upon the work of Gatheral et al. in [1], Bayer et al. showed how the RFSV model can
lead to a natural model for option pricing, in their paper 'Pricing Under Rough Volatility’ [2].
Consider the following non-stationary RFSV model, with xk =0, and H < %:

log i a — loga, = v(BE A — Bf). (7.1.1)

Now, turning to our choice of representation for B, we shall initially use the following
Mandelbrot-Van Ness representation:

Eoaw? O dwP ,
" — Cy {/OO i ;)a - /m (—sja} [2, Section 2.0 Page 8], (7.1.2)

where a = % — H, and

o 2HT(3/2 — H)
PN TH T+ 1/2)T(2 - 2H)

Then, if we let v; = o7 and substitute equation (7.1.2) into (7.1.1), we obtain the following
model for v; under P:

vdwE T qwP
log v, — log vy =2vCg {/ ﬁ _ / (t — ;)a}

e {/tu m—:yxdW?+/tm [(u _ls)a T —13)4 de}

=2vCpy {M(u) + Z¢(u)} [2, Equation 2.2 Page 9].

Here Z;(u) is Fy-measurable, while My (u) is independent of F; as it depends on the integral of
W, from t to u. Furthermore, M;(u) is a centred Gaussian.
If we now introduce the following Riemann-Liouville process

BY(u) := vV2H / ud?/: (7.1.3)

we can observe that

Therefore, taking n = 2&%’ we have

log v, — log vy = nBY (u) + nV2H Zy(u),
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and subsequently that
Uy = Ut €XP (nétp(u) +nv 2HZt(u)) . (7.1.4)

Now as B¥ is a centred Gaussian, exp(B* (u) is a log-normal random variable.
Therefore, as v; and Z;(u) are Fy-measurable, we have the following

B [ou | i) = veexp (mV2H Zu(w)) x exp (VwBP(w) )
= vy exp {n\/ﬁZt(u) + %772E ‘Bf(u)‘z} [2, Equation 2.4 Page 9]. (7.1.5)

Now, substituting (7.1.5) into (7.1.4), we obtain

Uy = Ut €XP (néf(u) +nv 2HZt(u)> (7.1.6)
1 ~ 2 _ 1 - 2
= v exp {77\/ 2HZ(u) + 5772E ’Bf(u)’ } X exp {an(u) - §U2E ‘Btp(u)’ }
= E¥ [v,|F) € (7]Bf(u)> [2, Equation 2.4 Page 9], (7.1.7)

where & represents the Wick stochastic exponential.

From equation (7.1.6), we can see that v,, is non-Markovian, as we recall that Z;(u) depends on
the full history of W} up to time ¢t. However, from (7.1.7) we see that the conditional distribution
of v, is only dependent on F;, through the term E¥ [v,|F;], which corresponds to the instantaneous
variance forecast at time ¢ < u [2, Section 2 Page 9].

With equation (7.1.7) in mind, Bayer et al. proposed the following model , under the physical
probability measure P:

dSy
5 = pydu + \/vudZilf,

S. ) (7.1.8)
Uy, = Uy €XP {T)Bf(u) + QI/CHZt(U)} [2, Equation 2.5 Page 10]

where ZF is another Wiener process, which is correlated to the Wiener process WF driving Z;(u),
with correlation coefficient p. Moreover, p, is an appropriate drift term, p = p(u, w).

7.1.1 Change of Measure

The pricing of derivatives is usually conducted under the risk-neutral measure QQ, an equivalent
martingale measure * Q ~ P on [t,T]. Using such a measure Q, we ensure that the discounted
asset price process S; is a martingale under Q. Thus, in our case, and without loss of generality
assuming interest rates are zero, we would have the following price process dynamics under Q:

as
Y= J0,dZ2, t<u<T.
Su
Therefore, we now to find a suitable change of measure to obtain a model under Q.
Utilising Girsanov’s theorem, we obtain the following change of measure on [¢, 7] :

47 = dzF + \%du, t<u<T. (7.1.9)

We now turn our attention to a change of measure for BY, our Riemann-Liouville process.

Recall that BP is constructed from W a Wiener process, which was correlated with ZE with

correlation coefficient p, usually taken to be p € (—1,0). Therefore, we can represent W¥ in terms

of Z” and another Wiener process ZF that is independent of Z¥. In doing so, we obtain the
following relation:

WP =pZ" + /1 - p22'". (7.1.10)

ITwo Measure P and Q on (Q, F),are equivalent if for all A € F, P(A) = 0 if and only if Q(A) =0
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We shall use equation (7.1.10) to derive our change of measure for BP | by first finding a change
of measure for W¥. In order to do this we turn to the components of W¥, from equation (7.1.10).
Now, we already have a change of measure for ZF, thus we simply need a change of measure for
Z'"F. We shall utilise the general change of measure given by Bayer et al. [2, Section 2.1 Page 11],
this is given by:

dz;% = dZ)"F + y,du, (7.1.11)

where + is a suitably chosen adapted process of the form v = y(u,w), for u € [t,T], called the
'market price of volatility risk’ [2, Section 2.1 Page 11].

We proceed by substituting (7.1.9) and (7.1.11) into (7.1.10), to obtain a change of measure
for WP,

dWQ = pdZ? + /1 — p2dZ'°

PHu
= dW?E + ( + /1 —p2y, | du.
VVu

Which can be represented in the form

dWEF = dw@ + A\,ds [2, Equation 2.6 Page 11].

Here, the choice of A4 specifies our change of measure. We shall choose to take a simple change
of measure, where Ay = A\(s) is a deterministic function of s.

As we now have the required change of measure terms, we can take our expression for v,, under
P(7.1.7), and write it in under Q as

u 1 2
vy = EF [, | Fi] exp {77\/ 2H/ ——dWT — %(u - t)2H}
¢

(u—s)7

=EP[v, | 7] € (nBP(u)) exp {n@/u (A(S))st} [2, Equation 2.8 Page 11] (7.1.12)

= &(we (1B (w))

where & (u) = E¥[v,|F;], known as the forward variance curve. We can decompose &; as follows

& (u) = EF [u, | Fi] exp {n\/ﬁ/u 1)\(s)ds} [2, Section 3 Page 13],
t

(u—s)

where we recognise that the first term depends on the history of the driving Brownian motion,
and the latter term depends on the price of risk A(s).

7.2 The Rough Bergomi Model

Now that we have the relevant dynamics under Q, we can specify the Rough Bergomi model of
Bayer et al. [2].

Let S; denote our price process, and let v; be our variance process, then we specify the Rough
Bergomi by the following dynamics

Sy = So€ (/Ot mw@?) (7.2.1)

vy = &o(u)€ (n\/ﬁ/ou (u—ls)“de‘i'Q> =&o(u)€ (7739) [2, Section 4 Page 14]. (7.2.2)

Remark 7.2.1. Recall that Z2 = pW2 4 /1 — p2W,"%. Here p allows us to model the correlation
between the price process and the volatility process. This correlation is usually observed to be an
negative correlation and thus we typically take p € (—1,0).
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We note here that this (1-factor) Rough Bergomi Model is a non-Markovian generlisation
of the 1-factor Bergomi Model (see [30]). It is non-Markovian in the instanatenous variance
vy as EQu,|F;] # E%[v,|v¢]. However, it is Markovian in the infinite-dimensional state vector
EQ[[v,|F:] = & (u) [2, Section 3 Page 13].

It is also interesting to note that, in the Rough Bergomi model, options prices when viewed
from time ¢ only depends on the forward variance curve & (u) and the three parameters H,n, and
p [2, Remark 3.1 Page 14].

7.2.1 The Bergomi Model

In order to better understand the Rough Bergomi, we shall briefly explore the traditional Bergomi
Model.

Bergomi [30], in an attempt to better capture forward volatility and forward skew risks accurately,
decided to model the dynamics of forward variance, instead of instantaneous variance. He proposed
a general framework for modelling forward vairances, which when combined with appropriate
dynamics of the price process, result in the Bergomi Model.

Bergomi proposed various models, with the differences lying in the number of Brownian motions
used within the dynamics of the forward variance process. Though the models do differ in their
specification of the forward variance dynamics, all of Bergomis models have the following dynamics
for the price process :

dS; = (1 — q)Sidt +\/€4(t)S;dW;°  [30, Section 3.1 Page 4].

Remark 7.2.2. In each of the variations of the Bergomi model, the Brownian motion driving the
price process will be correlated with each of the Brownians driving the forward variance process,
each with a potentially unique coefficient. Furthermore, in the multi-factor case, the Brownian
motions within the SDE for the forward variance process, will have a correlation matrix specifying
the correlation between each pair of Brownian motions.

7.2.2 1-factor model

The one-factor Bergomi model utilises a single Brownian motion in the dynamics of the forward
variance curve £7(t).

With the requirement that £7(¢) is driftless, Bergomi chooses to further assume that 7 (¢) is
log-normally distributed and that the volatility of £7'(¢), w is a function of T—t := p. Consequently,
Bergomi specifies the following SDE for &;:

de¢T = w(T — t)¢Tdw,  [30, Section 2.1 Page 2]. (7.2.3)

Bergomi then proceeds to specify that w(p) = we™"?. With this choice,applying Ito’s lemma,
the solution to the SDE is given by :

_k(T—t)Xtige—Qk(T—t)]EQ [X?D

r(t) = fT(O)e(we [30, Equation 2.1 Page 2], (7.2.4)

where X, is an Ornstein-Uhlenbeck process with the following dynamics:

dX; = —kX,dt + dW,
X, = 0.

Consequently, X; and its variance are given by:

¢

X, = / e k= gy,
0

1— e—2kt

2k

E [X7]
Using this, the solution of the SDE given by equation (7.2.3) is as follows:

43



2
€7 = &f xp (weHT0X, - LT 0R [x7)).

In order to generate the Forward Vairance curve, Bergomi suggests the following procedure [30,
Section 2.1 Page 3:

1 Let z5 be a centred Gaussian such that E[z%] = 1_52;2“

2 Start from known values of X; and E(X?] at time ¢, and calculate £7(¢) using equation
(7.2.4).

3 Generate the Forward Variance curve incrementally, using time steps of size J using the
following relationship

Xt+5 = e_k‘SXt + x5
1— e—2k6

B[XPs] = e E[X] + — —,

and equation (7.2.4).

Remark 7.2.3. We can see that through our choice of an exponential kernel function w, we have
obtained a Markovian model, with all £!(t) being a function of a single Wiener process W [30,
Section 2.1 Page 3].

N-factor model

In order to have more flexibility to fit various term-structures of forward volatility, Bergomi also
proposed the more general multi-factor model [30, Section 2.2 Page 3] The general Bergomi model
framework utilises N-Brownian motions within the dynamics of the forward variance curve zi! =

EQ(vr|v;). The N-factor model has the following SDE:

de] = wa, & Zwie_“"(T_t)dWZ [30, Section 2.4 Page 4] (7.2.5)
i

where «, is a normalising factor. The N Brownian motions are correlated using a correlation
matrix such that p; ; is the correlation between W* and W7.
The solution of (7.2.5) is then given by

2 .
eF = ¢l exp waiefki(Tft)Xf - % Zwiwjef(k“Lk-”)(Tft)EQ {X;Xg} [31, Equation 2.1 Page 2],
i i

where X are N Orenstein-Uhlenbeck processes defined by the following dynamics:
dX; = —k; X}dt +dW}, X"(0)=0.

As proposed by Bayer et al. [2, Section 3.1 Page 14], now that the Rough Bergomi model exists,
we can view the traditional N-factor Bergomi model as a Markovian approximation to the Rough
Bergomi Model. The N-factor Bergomi model has less realistic exponential kernels, that can be
viewed as approximating the power-law kernel present in the Rough Bergomi model.

Now that we have introduced the Rough Bergomi model and its predecessor the Bergomi model,
we proceed in the next chapter to investigate how we utilise the Rough Bergomi model for the
purpose of derivatives pricing.
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Chapter 8

Simulation Techniques

This chapter will detail the relevant simulation techniques used to simulate the Rough Bergomi
model, with an emphasis on the techniques used to simulate the Riemann-Liouville process driving
it.

8.1 Preliminaries

Now that we have defined the Rough Bergomi model, we can proceed with considering how to
utilise the model for derivatives pricing. Unfortunately, because of the non-Markovian nature of
the model, we cannot derive a semi-closed or closed form solution under It6 calculus nor Heston’s
framework [32, Section 2.1 Page 5]. Therefore, in order to be able to price derivatives, we must
forced to simulate the price process of the Rough Bergomi model using Monte Carlo simulations.

8.1.1 Monte Carlo Simulations

Consider a European call option with strike K and maturity 7. We can express the price C; of
this call option at time ¢, as

Oy = e "(T-OEC [(ST - K)*} .

If we cannot calculate the exact value of E@ [(ST -K )+], we can construct an estimate of the

price of the options via Monte Carlo simulations.
This involves generating m sample paths of the stock price process S, under the appropriate
dynamics and risk-neutral measure. Then, we can construct the following estimator

C(t) = %zm: , (8.1.1)
i=1

where (S7),; denotes the i-th simulated path.

This estimator converges to the true value of C; at a rate of convergence of O (m_l/ 2) [32,
Section 3.1 Page 5].

Now in order to construct the stock price path, we first must generate paths of the Brownian
motion and fBm driving our model of choice, and subsequently the variance and price processes.

8.1.2 Dependence Structure

With this in mind, we turn our attention back to the Rough Bergomi model. Recall that, in
contrast to a standard Brownian motion, fBm has correlated increments. Thus, when simulating
the paths of the fBm we require a much more complicated covariance matrix than would be
necessary for simulating a standard Brownian motion. When we discretise our time interval, we
will require the covariance of the fBm at each point in time, with all other points in time. Thus,
in order to simulate the fBm and subsequently the price and variance processes, we need to have
the dependence structure of the fBm with itself, and also with the Brownian motion driving the
price-process.
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Remark 8.1.1. Henceforth all formulae stated will be under the Risk-Neutral Measure Q. There-
fore, we shall drop the explicit reference to Q.

Taking the initial time as t = 0, we recall the specification of the Rough Bergomi model as:

S, = So€ ( /0 t \/mzu)
wu=o(e (2l [ L aw) = e (15.).

We shall proceed, by obtaining the various dependence structures of our processes. Taking p as
our correlation coefficient, the covariances of the Brownian motion Z with the Riemann-Liouville
process B, for v > u are given by

1

BUZU] =pDgy {UH+% —(v— u)HJrf} ,
Z,

where we define

Dy = .
]
We can combine these two formulae to obtain:
E [BUZU} = pDpy {UHJF% —(v— min(u,v))%} [2, Section 4 Page 15]. (8.1.2)

For convenience we shall also restate (see (4.5.4)) the covariance structure of the Riemann-
Liouville process, where, for v > u,

E [Bvéu] — w2 (%) ,

where, for x > 1,

! ds
G(:c):QH/O o (s o)
2H

1_ 1 3
= H.’EQ H2F1(17§—H,§+H,.T),

where o F(.) is again the Gaussian Hypergeometric function.
Finally, as Z is a Wiener process, we have that

E|Z.Z,] = u Av.

Now that we have these dependence structures, we can tackle the simulation of the price path of
the Rough Bergomi Model. The main challenge of simulating the Rough Bergomi model is finding
an efficient method to simulate the Riemann-Liouville process that is driving the variance process.
As allused to above, the simulation of a type 1 or type 2 (Riemann-Liouville) fBm is much more
computationally intensive than a standard Brownian motion, as the increments of the fBm are not
independent, thus we must correlate multiple Normal random variables appropriately to form the
fBm. The next section will explore different method for simulating the Riemann-Liouville process.

8.2 Simulating the Riemann-Liouville process
Here we will present 3 different methods for simulating the Riemann-Liouville process, used in the

Rough Bergomi model. The first of these methods involves utilising the Cholesky decomposition
of the covariance matrix of the Riemann-Liouville process. This method is an exact method with
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no approximation. On the other hand, the second method known as the "Hybrid scheme’, involves
certain integral approximations. While this method is not exact, it does improve the speed of
computation. Similarly, the third method also involves an approximation, and is not exact in
nature.

We must note that there are many other ways to simulate the Riemann-Liouville process.
However, not all methods are suitable for the purpose of the stochastic volatility models. In the
Rough Bergomi, as in many other fractional stochastic volatility models, the Brownian motion
driving the price-process is correlated with the Brownian motion driving the Riemann-Liouville
process. We therefore require a method to generate the Riemann-Liouville process that explicitly
utilises the integral form of a Riemann-Liouville process, with respect to a standard Brownian
motion. This will enable us to model the proper dependence structure between the two Brownian
motions.

8.2.1 Cholesky Decomposition Method

The Cholesky decomposition is a decomposition of a Hermitian positive semi-definite matrix. It
is used frequently within Monte Carlo simulations as a way of decomposing covariance matrices,
as they satisfy the aforementioned criteria. The covariance matrix is decomposed, giving a lower-
triangular matrix L, we then take a Normal random vector v, and calculate Lv to obtain a vector
of correlated random variables.

Definition 8.2.1 (Cholesky Decomposition of Real-valued Matrix). Let A be a n X n positive
semi-definite matrix with entries in R. Then the Cholesky decomposition of A exists and is

A=LL",
where L is a n X n lower-triangular matrix.

Remark 8.2.2. There are multiple algorithms for computing the Cholesky Decomposition of a
target matrix, examples of these can be found in [33].

The Cholesky Decomposition method utilises the Cholesky decomposition of the covariance ma-
trix of the process that is to be simulated, in our case he Riemann-Liouville process defined by equa-

tion (7.1.3). We consider a discrete realisation of our Riemann-Liouville process Btlg , Bg yeee ,Bg{
on time grid 0 =ty < t; < ... <t, =T, with time step h = %

We now proceed by constructing the n X n covariance matrix for BtH , utilising the dependence
structure specified in Section 8.1.2. The covariance matrix is constructed as follows:

E[BHBH| E[BEBE| ... E|BFBY]
E|BIBI| E|\BIBH|) ... E|BIBI
I = L ] i
E[BfBY] E[BIBH| ... E|BEB!]

I' is a symmetric positive definite matrix, and thus we can compute its Cholesky decomposition

r=ri”

where L € R™ *™ is a lower triangular matrix with positive real entries. L is of the form

Ly 0 ... 0
12’1 1272 . 0
L= . . .
ln,l ln,2 ln,n
If we then generate a Normal Random vector VI = (v1,...,v,), where v; are i.i.d samples of

standard Normal random variables, we can compute
n
H Z
Xi = li7kvk.
k=0
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Then the vector (0, X, XH ... X!H)is a sample path of the Riemann-Liouville process. We can
also represent this path as (0, (LV)1, (LV)a,...,(LV),) where LV is a vector computed by the
matrix product of L and V.

When simulating multiple paths, we proceed in a similar fashion. To compute m paths of the
Riemann-Liouville process, generate m normal random vectors V;, then store these vectors in a
matrix A = [V1,Va,..., V] = (v;,;). We then compute

X = LA,

and append a row of zeros as the new 1st row of X. Then X7 is a m x (n+ 1) matrix consisting
of m paths of the Riemann-Liouville process, with each path being a row of X7.

To summarise, the algorithm for computing m paths of the Riemann-Liouville process is given
below:

1 Construct an evenly spaced discrete time-grid 0 = tg < t; < ... < t, = T on our time

interval of interest [0, 7], with time-step h = £

o
Construct the covariance matrix I' for our given time-steps and Hurst parameter H.
Find the Cholesky decomposition I' = LLT (see [33] for a range of methods to do so).
Generate Random Normal Matrix A of size n x m.

Compute X = LA.

S Ot e W N

Append a row of zeros as the first row of X.
7 X7 now contains m paths of our Riemann-Liouville process.

Remark 8.2.3. The m xn matrix of increments of the Wiener process W that drives the Riemann-
Liouville process, can be obtained as AW = vhAT.

While this method does produce a discrete process with the exact covariance structure specified,
it is very computationally intensive. The time complexity of this simulation method is of O(n?) [32,
Section 3.2.1 Page 7]. Furthermore, this method is also demanding on memory, as the covariance
matrix grows with space complexity of O(n?). However, a benefit of this method is that the
generation of the covariance matrix and subsequent Cholesky decomposition need only be done
once, even when many sample paths are required.

8.2.2 Hybrid Scheme Method

The Hybrid scheme and its variants are methods introduced by Bennedsen, Lunde and Pakkanen
in 2017 [34], as a way to approximately simulate a class of processes known as 'Brownian semi-
stationary’ (BSS) processes. For the purpose of the simulating the Riemann-Liouville process,
we are specifically interested in the variant of the scheme used to simulate "Truncated Brownian
semi-stationary’ (TBSS) processes.

Definition 8.2.4 (Brownian Semistationary process). Let (Q,F, (F)ier, P) be a filtered prob-
ability space, supporting a standard Brownian motion W;, and fulfiling the usual conditions for
such a space.

i. Then a Brownian semistatioary process is a stochastic process of the form

¢
X = / g(t — s)v(s)dW, [34, Equation 2.1 Page 934], (8.2.1)

— 00

where v = (v—1t)ser is an (Fy)ier- predictable process with locally bounded trajectories that
drive the volatility of the process, and g : (0,00) — [0,00) is a Borel-measurable function
[34, Section 2.1 Page 934].

ii. Then a truncated Brownian semistationary process is a stochastic process of the form
t
Y, = / g(t —s)v(s)dW, t>0 [34, Equation 2.14 Page 943], (8.2.2)
0

where v and g fulfil the same conditions as (8.2.1). Y; is known as a TBSS as it is obtained
from truncating the stochastic integral of a BSS such as X, at 0.
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If we now turn our attention back to the Riemann-Liouville process used within the Rough
Bergomi model (see (7.1.3)), we can see that

t
Bf::xﬂwg/(t—sy*%dmg, (8.2.3)
0

is in fact a TBSS, with kernel function g(z) = vV2Hz" 2 and v = 1.

For a description of how the Hybrid scheme operates, we utilise the words of Bennedsen et
al., who stated that the Hybrid scheme works by ”approximating the kernel function by a power
function near zero and by a step function elsewhere. The resulting approximation of the process is
a combination of Wiener integrals of the power function and a Riemann sum” [34, Abstract Page
931].

For the purpose of generating our Riemann-Liouville process (8.2.3) , the basis of the scheme
proceeds in the following way [34, Section 2.5 Page 943].

Construct a time grid 7} := {t,t — %, t— %, .. } for the discretisation of the Riemann-Liouville
process, and let £ > 1 be an integer . Then, the discretisation of the Riemann-Liouville process
(8.2.3) can be represented as

il t-gta
Y, = Z \/QH/ (t — s)H*%dT/VS [32, Section 3.3.2 Page 8§].
k=1 =%

Now, for k < k, we do not proceed with any further approximation for g(t — s) = (t — s)H_%.

However for k > k, we approximate

b\ 2 k-1 k
(t—s)H_éw(k) ) t—se[,]

n n n

where by, € [k — 1, k]. Applying these approximations, we obtain

FLoptmRtE < p\FTE ot
Y, ~ V2H (Z/ (t— s)Hﬁ% dWs + Z <k> / dWs> [32, equation 19 Page 7].
k=1"t—% " t

k
k=r+1 n

(8.2.4)
At this point we see that the second sum in (8.2.4) is infinite. Therefore, in order to have a
feasible numerical approximation, we truncate this second sum at an appropriate value N,, > k+1,
so that both sums have the same number of terms in total.
For the choice of by, Bennedsen et al. provide the formulae for the values of by that minimizes
the mean square error induced by the discretisation . These optimal by are given by

1

H—1
) ’ ,k>k+1 [34, Proposition 2.8 Page 941].

o (KT — (k- 1)ts
b H+3

By choosing b, = b and truncating the second sum as described, we arrive at the Hybrid
scheme approximation

vn AT
)/tn = Yt + Yt )
where
v ko opt—E4l .
Y, = V2H( ‘/ (t—s)f2 dw, (8.2.5)
=1/t %
AT Nn b* H-3 t—kql No b H—1
v, = k) / dw, = (k) (W _k 1 — W, _&) 34, section 2.3 Page 938].
t [ (n t*% k:;Jrl n t—n+o t—— [ ]

(8.2.6)

Let us for now consider a practical implementation of the first order of approximation only,
corresponding to £ = 1. In this case to apply the Hyrbid scheme to the simulation of our Riemann-
Liouville process B! we follow the following procedure:
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Algorithm 8.2.5 (Hybrid scheme with x = 1). 1 Create an equidistant time-grid ¢t; = %, 1=
0,1,2,...,n, with n time-steps in the interval of interest [0, 7]. On this time-grid, the Hybrid

scheme will generate Y;, i =0,1,...,n.

2 Now (with k = 1), the numerical Hybrid scheme for the Riemann-Liouville process can be
written as

Y; =V2H <Wmax{i—1,0},1 + ; (TIZ)

1
H—3

Wi_k_Q) [32, Euqation 20 Page 8] (8.2.7)

where for each ¢ =0,1,2,...,n, W; ;1 and W »,, are two i.i.d random vectors from a centred
bivariate normal distribution with covariance matrix I'

1 1
" (H+3)n(43)
r= 1 () 32, Section 3.2.2 Page 8].
1 2Hn2H
(H+%)n(H+2)

Thus, we now generate the required matrix I', then draw W; ; and W; > for each 4, from the
multivariate Gaussian distribution N(0,T").

3 Then we compute each Y; using our vectors W, ; and W, 2, and equation (8.2.7).

Remark 8.2.6. As laid out by Matas and Pospisil [32, Section 3.2.2 Page 8], we can represent
the right-hand sum of equation (8.2.7) by

i i
Z (TIZ) k2= ZFkEi,k =(I'xZ); [32, Section 3.2.2 Page 9],
k=2 k=1

where I" x = stands for discrete convolution and

Ek::Wk’Q, kZO,].,...,TL—l.

Then we can represent the approximation for each Y; from the Hybrid scheme as
Y, =Vv2H (Wmax{ifl,O},l + (F*E)z) .

This is a useful form in particular because the discrete convolution can be effectively calculated
using the Fast Fourier Transform (see [35, Section 3.3.4]). Furthermore, under these circumstances,
the complexity of the time complexity of the Hybrid scheme is O(nlogn) [34, Remark 3.2 Page
947].

8.2.3 Rough Donsker Scheme

The Rough Donsker (rDonsker) scheme was introduced by Hovarth, Jacquier and Muguruza in
2017 [21], as an alternative approach to the Hyrbid scheme (see 8.2.2). The rDonsker scheme
is based on an extension of Donsker’s theorem (see [36]). As described by Horvath et al. [21,
Introduction Page 1], the rDonsker scheme produces an approximating sequence for a Brownian
semistationary process, while also keeping track of the underlying Brownian motion. This allows
one to easily obtain the path of the driving Brownian motion, and correlate this Brownian motion
with additional Brownian motions in a stochastic volatility models as needed. A thorough descrip-
tion of the appropriate theory and convergence of the scheme is laid out in chapters 1-3 of [21,
Chapters 1-3], which we encourage the reader to review.

Henceforth, we shall proceed by laying out a practical algorithm for simulating our Riemann-
Liouville process EtH using the rDonsker scheme. This algorithm was proposed by Horvath,
Jacquier and Muguruza as ’Algorithm 3.3’ [21, Algorithm 3.3 Page 12], and has been adapted
as per the authors instructions for our specific choice of process.
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Algorithm 8.2.7 (Simulation of Riemann-Liouville process (8.2.3) using rDonsker Scheme). Con-
sider an equidistant time partition %, 1=0,1,2,...,n, for a fixed n € N, on our interval of interest
[0,7]. On this time-grid we shall generate m paths of Riemann-Liouville process BE. Let Y/
denote the j-th discrete approximation j = 1,...,m of B  evaluated at t;, i = 0,1,2,...,n.
Furthermore, as in the Hybrid scheme setting, let g(z) = v2Hz# =2 Then we proceed as follows:

1 Simulate two N(0,1) matrices {§;:}j=1,..,m and {(ji}j=1,...,m, with corr(&;:(;:) = p.

i=1,...,n 1=1,...,n

2 Denote
. T . .
AW =1/ =Ciy i=,1,...,n,quad, j =1,...,m.
n

3 Simulate m paths of the Riemann-Liouville process Y by

Remark 8.2.8. Note that the Normal Matrix ¢; ;, will be used later to obtain the increments
of the Brownian motion within the log-price process simulation. It is more convenient to
generate two matrices with correlation coefficient p at inception here, rather than correlating
two processes later.

Yij = Zg(ti,kH)AWg = Zg(tk)AWij_kH, i=1,....,n, and j=1,...,m,
k=1 k=1

As in the Hybrid scheme case, we complete this step using discrete convolution with com-
plexity O(nlogn) (see [21, Appendix B Page 26].

8.2.4 Comparing Simulation Methods for the Riemann-Liouville process
Accuracy of computation

As both the rDonsker and Hybrid scheme methods are approximations, it is prudent to investigate
whether the paths produced by these schemes behave in the way we would expect the Riemann-
Liouville process to behave. Matas and Pospisil [32, Section 4.1 Page 11], conducted such an
investigation, comparing the absolute sample moments of Riemann-Liouville paths generated by
the Cholesky decomposition ,rDonsker and Hybrid schemes, with the theoretical moments of the
Riemann-Liouville process. Here the Cholesky decomposition method is taken as a benchmark, as
the discrete-time paths generated by it will have the exact covariance structure of a discrete-time
Riemann-Liouville process, and thus should be our 'best’ approximation to the continuous time
Riemann-Liouville process. Rather remarkably, Matas and Pospisil found that the sample paths
generated by the approximate schemes (rDonsker and the Hybrid scheme), were of a similar quality
to those generated by the exact Cholesky decomposition method [32, Section 4.1 Page 12]. As all
these methods can be considered to generate paths which resemble a Riemann-Liouville process
equally well, we must turn to another metric to deduce which method of simulation may be more
appropriate or optimal.

Speed of computation

From the descriptions of the methods above, we can already compare the asymptotic time com-
plexity of the simulation of one path of the Riemann-Liouville process for our various methods.
Under big O notation, and with n being the number of time-steps within our interval of in-
terest, we saw that the Cholesky decomposition method had a asymptotic time complexity of
O(n3), whereas the Hybrid-scheme and rDosker method shared an asymptotic time complexity
of O(nlogn). Therefore, we can see that the approximate methods are more efficient than the
exact Cholesky decomposition method. However, as noted by Matas and Pospisil [32, Section 4.1
Page 13], the asymptotic time complexity does not convey which method is superior at generating
m paths when m is large. We must then, for each method, consider the effect of increasing the
number of paths m, rather than the number of time-steps n.

If we first consider the Cholesky decomposition method, we can see that this method is easily
vectorised. In fact, through the use of matrix notation, the method is vectorised implicitly [32,
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Section 4.1 Page 13]. When we perform the Cholesky decomposition method, we only need to
compute the required covariance matrix I' and subsequent Cholesky decomposition once. Further-
more, the size of the covariance matrix is only affected by a change in n, and not a change in m.
Once we have computed the Cholesky decomposition I' = LLT, we must matrix multiply L with
A, the n x m Normal random matrix. Here, we see that the size of A is affected by an increase in
m, and subsequently we can deduce that increasing the number of paths m will increase the time
of computation, through the time required to generate A and the time required for the matrix
multiplication.

Conversely, neither the Hybrid scheme nor the rDonsker scheme is easily vectorised, due to the
discrete convolutions that is required [32, Section 4.1 Page 13]. Therefore, in order to compute
m paths, we must loop the computation of a single path m times. Therefore, the runtime for m
paths should increase linearly in m.

Matas and Pospisil [32, Section 4.2 Page 14] subsequently performed an empirical investigation
into the run-times of the aforementioned simulation methods. The authors measured the run-time
of producing m paths with n steps of the Riemann-Liouville process, for 100 < m < 150,000 and
250 < n < 10,000. We summarise their findings below [32, Section 4.2 Page 14]:

1 For m < 100 we see that the rDonsker scheme is the fastest for all n considered, closely
followed by the Hybrid scheme.

2 As m increases, we see that the Cholesky decomposition becomes the fastest. If we denote
the value of m for which the Cholesky decomposition becomes the fastest as mx*, we see that
mx varies on n, with m* being in the range 1000 < mx < 10, 000.

3 For m > 10,000 the Cholesky decomposition is the fastest, for all n considered, followed by
the rDonsker.

For the purpose of derivatives pricing, we typically use at least 50,000 paths. Therefore, for
any m of practical use we can see that the Cholesky decomposition method is in fact the fastest,
for any n.

Although the asymptotic time complexity of the Cholesky decomposition method is much
larger than that of the rDonsker and Hyrbid schemes, we saw that once large number of paths
m are considered, that the Cholesky decomposition method becomes the fastest. Therefore, given
that the Hybrid scheme and rDonsker method are approximations and slower than the Cholesky
decomposition method, it seems appropriate to utilise the Cholesky decomposition for most cases.
We do note that the rDonsker or Hybrid scheme may be more optimal in a situation where we
need to generate few paths m, but with a high granularity.

8.2.5 Choice of Riemann-Liouville process simulation technique

While the analysis of Matas and Pospisil [32, Figure 2 Page 15] suggests that for the Cholesky
decomposition may be faster than the rDonsker and Hybrid scheme method, we shall not proceed
with this method due to memory constraints. Memory constrains come about when utilising the
Cholesky decomposition method due to the generation of the large covariance matrix. Unfortu-
nately, due to memory constrains on each core we have available, we are forced to make use of
the less memory-demanding techniques such as the rDonsker method or the Hybrid scheme. Now,
left with the choice of the two remaining schemes, we choose to utilise the Hybrid scheme at this
point, and leave an exploration of the rDonsker scheme to further research. We choose the Hybrid
scheme due to the availability of literature on the method, from which we can corroborate our
results with.

8.3 Simulating the Rough Bergomi Model

Once we have simulated the Riemann-Liouville process BtH using one of the aforementioned meth-
ods, we are left to simulate the variance process, and subsequently the price process of the model.
For this, we will rely on using the Euler scheme, and proceed by utilising the following algorithm.

Algorithm 8.3.1 (Simulation of the Rough Bergomi Model). Again, we consider the same equidis-
tant time partition 0 =ty < t; < ... < ¢, = T on our time interval of interest [0, T'], with time-step
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h = %, for a fixed n € N, as we used for the generation of the Riemann-Liouville process. On
this time-grid we shall generate m paths of the variance process and price process of the Rough
Bergomi model. Furthermore, let Y/, v/, S denote the j-th discrete approximation j = 1,...,m of
the Riemann-Liouville process BtH , variance process v; and price process S; respectively,evaluated
at t;, ¢ = 0,1,2,...,n. For the purpose of this algorithm all ¢ will be ¢ = 0,1,2,...,n, and all j
will be 7 = 1,...,m, and without loss of generality we consider the risk-free rate r = 0 for the
time-being.

1 Simulate m sample paths of the Riemann-Liouville process Yij , by one of the aforementioned
simulation methods (we shall utilise the Hybrid scheme method). Then, for each method we
also store the increments of the Wiener process driving the Riemann-Liouville process, we
denote these as AW/ .

2 At each time-step t; compute m values of the variance process using v{ = &(t)EMYT).

3 Simulate m paths of an independent Wiener process WZ/J , with increments AVVi/’j . Then
construct

Z] = pW] + V1 - pPW}7,
whose increments we denote as AZij . We note that this step was already implicitly performed

in Step 1 of the rDonsker Algorithm (8.2.7), thus we can simply utilise the stored increments
within the second Normal matrix we generated.

4 Utilise the forward Euler scheme to simulate m sample paths of our price-process S by
ST, =8I+ vlsi(aZ)).

8.3.1 Pricing Multiple Options

For the purpose of calibration, and also just for general use, it is useful to price multiple vanilla
options using a single set of simulations.

Consider the following example, where we wish to price 2 call options, C7 and Cs, with strikes
k1 and ko respectively, and maturities 77 and 75 respectively. We could proceed with the simple
approach of simulating m paths of the price-process up to 77 and pricing C7, and then simulating
another m paths to price Cy. However, it is much more efficient to simply simulate m paths of the
price-process up to max(71,7s), and store Sy, and S, for each path. Then we can evaluate the
payoff of each option at their respective maturities, and price each option using one single set of
m paths. The efficiency of this techniques becomes even more apparent as we add more options.
Consider the case where we would like to price options C1,...,Cy, where there are 7' strikes
considered for each of the k£ maturities. We simply simulate m paths of the Rough Bergomi price
process up to max(7T1,...,T), and store Sy, for each of the m paths at each of the k maturities.
Then for each path we can evaluate each of the # payoffs at each maturity, and finally compute the
prices of the n options. Therefore, we can price an arbitrarily large number of options with a single
set of m simulations, provided that we have enough available memory to store the values of the
price-process as each desired maturity. We can think of this technique as pricing a maturity-strike
grid of options all at once, and will refer to it as ’grid-pricing’ throughout this paper.

8.3.2 Parallelisation

As we will be generating a large number of sample paths for the purpose of Monte Carlo simulation,
it is extremely useful to consider parallelisation. To put it briefly, we shall distribute the m sample
paths that we wish to simulate into b batches, with each batch running on a different core. This
works well with Monte Carlo price simulations, as no information is needed from the other m — 1
paths, for the purpose of generating one path. Once all the 7+ paths are generated for each batch,
we simply store the values of the paths at the times of interest, typically the maturities of the
options we wish to simulate. We can then take a batch-wise average of each payoff we wish to
evaluate, and then take a final average of the b batch-wise averages, to generate our final price
estimate.

Parallelisation is also easily applied to the grid-pricing methodology. We again split our required
m simulations into b batches. Once each batch generates a price-grid of options, we simply take
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a component-wise average of all b price-grids, to obtain our final price-grid of Monte Carlo prices.
For the rest of this paper, we shall be parallelising our Monte Carlo simulations in this way, to
speed up the computation.

8.3.3 Variance reduction - ”Turbocharging” Monte Carlo

Unfortunately, simulating rough volatility models by Monte Carlo simulations can be time-demanding,
as the estimators produced have a high variance and thus a large number of simulations is needed
to have precision. To remedy this issue, we can consider a range of variance reduction techniques,
to reduce the variance of the estimator, so that we require less simulations to reached our desired
level of precision. Notable variance reduction techniques include antithetic sampling, importance
sampling, and control variates. These are all standard techniques that have been implemented
in various ways across different models. In this subsection we will briefly explore a notable vari-
ance reduction technique designed specifically for Rough Volatility models, that was proposed by
McCrickerd and Pakkanen in 2018 [37].

Mccrickerd and Pakkanen [37] refer to their variance reduction technique as ”turbocharging”.
The idea of ”turbocharging”, in the context of option pricing, is to construct a mixed estimator
for the price of an option, instead of using he standard Monte Carlo estimator (8.1.1).

Suppose we are in the framework of Section 8.1.1, and again wish to price the European Call
Option with strike K and maturity 7T'.

In the context of the Rough Bergomi model, this mixed estimator is calculated by first consid-
ering the orthogonal separation of the price process S;, into S} and S? where

t
sti=e (o[ vaawy)
0

t
SZ.=¢ (\/ 1- p2/ @de) [37, Section 2 Page 5]
0

Remark 8.3.2. W} is the Brownian motion driving the Riemann-Liouville process used in the
Rough Bergomi Model.

We can see that this notion of orthogonal separation comes about naturally, by writing the
Rough Bergomi model (with Sy = 1) in the following way:

-y (/Ot Voud(pW6L, + /1 - p2W3)
v = &o()E (anH)
0

Then, the ”"turbocharging” mixed MC estimator of Mccrickerd and Pakkanen, for m sample
paths,is defined as:

1 m
= — ) (X;+&Y;) - GE[Y]
mi:l

t
X =BS (S},K T, ( )/ Vu du,t)
0
R t
Y =BS <St1,K, T, p* <Q —/ Uy du) ,t) ,  [32, Equation 21 Page 11],
0

where BS(+) is the standard Black-Scholes formula for a call option, where we note the integral
expressions are being used as the volatility value within the formulae. Furthermore, @ and Q are
constants computed post-simulation, with @ in particular being calculated from sampled X; and
Y; values. @ and Q are defined as follows:
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(-9 (-9)
- N2
S (v-Y)
Q= max{(/tvu du) i=1,... ,m} , [32, Equation 23 Page 11].
0 i

The mixed estimator C(¢) is always a biased estimator of C(t), as the Black-Scholes formulae
is non-linear [32, Section 3.3 Page 11]. However, McCrickerd and Pakkanen state that, for m >
1000 the bias is not practically significant [37, Section 3.2 Page 10]. Futhermore, McCrickerd
and Pakkanen found that their ”turbocharged” estimator reduces the run-time of Monte Carlo
simulations, until a specific standard deviation of estimator is reached, by up to 34 times, when
compared to the base Monte Carlo estimator [37, Section 3.2 Page 10].

In their 2018 paper [37], McCrickerd and Pakkanen applied their ” Turbocharging” method
to the simulation of the Rough Bergomi model, where the Hybrid scheme with £ = 1 was used
for the generation of the Riemann-Liouville process. However, we note that the turbocharging
method is not meant to be exclusively used in conjunction with the Hybrid method [32, Section
3.3 Page 11].The turbocharging variance reduction technique can be utilised with a simulation of
the Riemann-Liouville process by the rDonsker method or the Cholesky decomposition method.

While the use of 'turbocharging’ does seem promising, the recent work of Matas and Pospisil
[32] brought some drawbacks of the method to light. Matas and Pospisil found that, with certain
parameter choices, the turbocharging’ methodology produced negative prices for vanilla options
[?], suggesting that the method is malfunctioning in some way. Furthermore, Matas and Pospisil
found that for deep OTM options, the variance was actually increased when compared to the
standard Hybrid scheme, and that the bias of the price estimates was large [32, Figure 5 Page
19]. Therefore, as a result of this analysis, we have decided not to utilise the ’tubrocharging’
methodology in its current state, due to it’s lack of tractability, the potential presence of bias, and
the potential presence of negative prices.

8.4 Market Information

Up to now, we have not included the use of any market information into the simulation of the
Rough Bergomi model. In order for us to calibrate the model, and for us to utilise it for the
pricing of derivatives, we must incorporate appropriate market information into the simulation
of the Rough Bergomi model. Furthermore, for the purpose of calibration, we will make use of
information provided by the market implied volatility surface of our chosen asset.

Given a specific date, which we shall utilise as our initial time ¢y = 0, and a specific asset, the
first and most obvious piece of market information we will utilise is the spot price of the asset. We
will take the closing price of our asset on this date as our initial value Sy. Moreover, we choose to
take the closing value of any market information on a specified date as the value for that date. The
spot value is integral to our diffusion as it specifies the initial value of our price-process. Aside from
the spot value, we require knowledge of the Forward curve, Discount curve and Forward variance
curve for the simulation of both our price and variance diffusion processes.

8.4.1 Forward Curve

Up to this point we had largely ignored the effect of interest rates within our diffusion for the price-
process. We rationalised this by choosing to only consider deterministic interest rates, and then
without loss of generality we set these rates equal to zero. Unfortunately, real markets rarely have
interest rates equal to zero, and thus in order for our model to properly simulate our chosen assets
price process we must utilise the appropriate interest rate. In a simplified market, the constant
risk-free rate is the drift coefficient of our assets price-process once we have changed from the
real-world probability measure P to the risk-neutral measure Q. However, in real equity markets
we do not in practice observe a constant risk-free rate, instead the risk-free rate changes over time.
Therefore, for the purpose of using the Rough Bergomi model for pricing equity derivatives, we
continue under the assumption of deterministic interest rates, but we no longer operate under the
assumption of a constant risk free rate. To complicate things more, equity markets also often
operate with the presence of dividends and borrow rates. Fortunately, all of the information about
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the borrow rate of an asset, it’s dividends, and the risk-free rate can be approximated from the
forward curve of the chosen asset.

Remark 8.4.1. We shall consider dividends in the form of continuous dividends, such that we
avoid large jumps in our price process.

We will work under the assumption that at ¢ = 0, the risk-free rate r¢, the borrow rate b; and
the continuous dividend ¢, are all built into the forward curve of our asset for ¢ € [0, T.
Now, with the inclusion of non-zero 7, b, g, in the Rough Bergomi model under Q we have that:

dSt = ’ufodt + \/UTStdZt,

where pu; = ry — by — q-
Let us denote denote the forward price of S at time T, viewed at time ¢, as F'(¢,T). Then,
given deterministic 7, b, ¢ we have that

T
F(t,T) = S x eXp(/ f1sds)
t

Now, let 7™ be the time partition defined as the sequence t1,ts...t,, such that ¢; < t;;1 for all
T

i, , 0 =tg, t, =T, and t;11 —t; = . The sequence 7" will be the discrete time-grid used for
our asset diffusion. Now, at time ¢ = 0, we can observe the forward price F(0,¢) of our asset,
for discrete times t € {t1,%2,...t,} € [0,7] where T is our final date of interest. Forward prices
may only be observable from the market at discrete dates, therefore we shall construct a forward
curve such that we have a approximate forward value at each of the time-steps of our diffusion
process. Given discrete forward prices {F(0,¢) : t € {1,12,...1,}}, Wwe can construct a forward
curve through interpolation. The exact choice of methodology for the construction of the forward
curve is outside of the scope of this paper. We shall assume that we have obtained a continuous
forward curve, through an appropriate interpolation or boot-strapping scheme. The continuous
forward curve will the contain approximate forward prices for all ¢ € [0,7T] , and from this we can
extract a forward value for each time-step of our diffusion. Now that we have F(0,¢;) for all ¢; in
our diffusion-time grid, we assume the drift term p;, is constant on the interval [t;,¢;41) for all i,

then we can approximate the discrete drift term g, via the following:

tig1 ti tiya1
F(0,t41) = Sp % exp(/ wsds) = Sy x exp(/ 1sds —l—/ 1sds)
0 0 t

i

F(0,t;41) So X exp(f(fi tsds + f:f“ sds) tiv1
— — = exp( fsds)
F(0,t;) So x exp( [, psds) t;
F(0,ti41) / tit
1 — | = sds.

i

Then, as we assumed g, is constant on the interval [¢;,¢;11), we have that

F(0,¢; tit1
= (}g(o:)l)> = /t prads = pre, X (tign) = pue, X (t:) = e, At (8.4.1)

where At =t;11 — t;.

While this is still an approximation, as we have assumed that u; is constant on the interval
[ti,tit1), we shall use (8.4.1) and our interpolated forward curve to obtain the drift term for
each time interval in our Euler scheme for the assets price-process. Therefore, we were able to
incorporate all of the information about 7,b, and ¢, all from a set of forward prices observable in
the market at t = 0.

8.4.2 Variance Swap Curve

The Rough BergomimModel, being a modification of the Bergomi model, is a forward variance
model, requiring as an input, the forward variance curve at time ¢ = 0. In order to obtain the
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forward variance curve, we make use of the forward variance swap curve, constructed from the
fair-strikes of variance swaps for increasing maturities. As stated by Bayer et al. [2, Section 5.1
Page 17], ” Variance swaps are actively traded so in principle, computation of the forward variance
swap curve should be straightforward”. Unfortunately, reliable variance swap quotes are only
obtainable for a selection of dates. Thus, in order to construct a variance swap curve, we need
to find a way to estimate the fair strike of variance swaps for intermediary maturity dates. One
way to construct the forward variance swap curve is perform a monotonic spline to interpolate
between existing variance swap fair strikes, as done so in [2, Section 5.1 Page 17]. Another way
to construct the curve is to price variance swaps at the intermediary maturity dates that we are
interested in, using information obtained from the implied volatility surface, and then perform a
suitable interpolation technique. There are numerous other ways to construct such the forward
variance swap curve, including techniques which derive the curve directly from observed vanilla
options (see [38]), however the specifications of these methods are out of the scope of this work.
For the purpose of this work, we proceeded with the monotonic spline interpolation laid out by
Bayer et al. in [2, Section 5.1 Page 17].

Once we have obtained an interpolated curve of the fair strikes of variance swaps for varying
maturities within our time span of interest [0, 7], we can extract forward variance curve, via the
following relation

') =0pVE, T >t>0 [39, Section 1.1 Page 3]

where we recall from (2.3.1) that V,T is the price of a variance swap with maturity T viewed at
time ¢, and we recall from (7.1.12) that £7'(¢) is the forward variance curve. For a more in-depth
discussion of forward variance dynamics see [39].

8.4.3 Discount Curve

Now, given that we have completed the simulation of our assets price-process, and computed
payoffs of interest, we are left to discount the payoffs back to t = 0. Unfortunately, we no longer
work under the assumption of a constant risk-free rate, and thus in order to do this, we need to
know the discount curve of our market. Discount curves can be constructed via observing certain
interest rate products, such as swaps, and bootstrapping a curve together. The specifications of
the various methodologies of bootstrapping a discount curve are out of the scope of this paper,
and thus we shall work under the pretense that we have obtained a bootstrapped discount curve
containing discount factors for each time-step in 7", the time-grid for our discrete diffusion. With
this curve at hand, we can simply utilise the appropriate discount factor for each payoff of interest,
discounting that payoff back to ¢ = 0 to obtain our price estimate for the derivative.

8.4.4 Implied volatility surface

The market-implied volatility surface, for a given asset, is important for the construction of the
variance swap curve (as described in 8.4.2), and for calibration of the model. For the purpose of
model calibration, the market implied volatility surface is used to asses the 'goodness of fit’ of the
model generated implied volatility surface. The exact cost function and calibration methodologies
will be covered later in 10. Certain calibration methodologies may require a smooth, arbitrage-free,
parameterised surface, such as the one provided by the SVI parameterised volatility surface (see
[40]), while other calibration methodologies simply require implied volatilities on a discrete strike
by maturity grid. We need at minimum a selection of implied volatility estimates, whether they
be interpolated or directly observed in the market, for each of the options we will use for our
calibration. Again, the construction of an implied volatility surface is outside of the scope of this
paper, and we choose to operate under the pretense that we have been provided with a suitable
implied volatility surface for our asset at ¢ = 0. Then, we may utilise the surface for the purpose
of calibrating our Rough Bergomi model.

With market data at hand and a simulation method chosen, we can begin to simulate the
Rough Bergomi model. Before we delve into calibrating the model, we shall explore the effects of
the parameters of the mode, through the use of our chosen simulation technique.
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Chapter 9

Parameters of the Rough Bergomi
Model

The Rough Bergomi model has been praised for its ability to fit a wide range of shapes of volatility
surfaces with just three parameters: H,n and p. Before we proceed the calibration of the model,
we shall explore the effect of each parameter on the behaviour of the model.

9.1 Exploring the Effect of the Rough Bergomi Parameters

In order to explore the effect of each parameter, we have generated volatility smiles and skews, while
varying individual parameters of the Rough Bergomi model or combinations of them. All of the
Riemann-Liouville process paths utilised in this analysis were generated using the Hybrid scheme
method. Traditional Monte Carlo option price estimators were used to calculate the price of each
option, from which the implied volatilities and subsequently skews were calculated. Each option
price was calculated using 200,000 simulated stock price paths, with each path using daily time-
steps for 252 trading days per year, up to a time horizon of 5 years. Moreover, for the purpose of
this exploratory investigation, a flat forward variance curve was utilised, and deterministic interest
rates of r = 0 were used, unless otherwise stated.

9.1.1 The effect of H

In each of the following plots, we fix p,n, & and vary H.

Unfortunately, it is hard to deduce much about the effect of H from Figure 9.1. Nonetheless,
we can begin to see that the minimum of each smile moves upwards as H decreases. In order to
deduce more about the effect of H, we turn to the term structure of the model generated ATM
forward skew. For the following plots of the ATM Skew, the forward variance curve, discount curve,
forward price curve, and stock initial value, used in the diffusion for both the variance process and
asset price process were all constructed from data for the SPX Index on the 30th May 2022.

Figure 9.2 shows the effect of varying H on the term structure of the model generate ATM
forward skew. From Figure 9.2(a) we can see that as we begin to decrease H, we see that the model
delivers a lower long-term skew, with a steeper increase in the term structure of the short-term
skew, and a higher value for the skew in the extreme short-term. However, we do see slightly
different behaviour once H < 0.10. Figure 9.2(b) and Figure 9.2(c) were then plotted to explore
the difference in the behaviour of the term structure of the skews, above and below H = 0.10
respectively. From Figure 9.2(b) we can confirm the behaviour we saw in Figure 9.2(a), with
decreasing values of H leading to a sharper decay in skew for small 7. Turning to Figure 9.2(c)
we begin to see that further decreasing the value of H, again leads to a lower long-term skew, but
also leads to a noticeably less steep term-structure in the short term, with the skew reaching a
lower maximum value in the extreme-short term. We conclude that the most notable effect of H,
is to control the steepness of the term-structure. However we note that for H < k, with k£ =~ 0.10
for our parameter choices, we see that a decrease in H no longer increasing the steepness of the
term-structure for small 7, but in fact decreases the steepness.

In order to further investigate how H affects the ATM Forward skew, we can search for a
closed form approximation of the ATM skew. Under the special case of a flat variance curve,
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Implied Volatility Smiles With Varying H: T=0.5 Years, £ =0.055, n=1.9, p= —0.9 Implied Volatility Smiles With Varying H, T=1 Year: £ =0.055, n=1.9, p= — 0.9
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(a) T = 6 months. (b) T =1 Year.

Implied Volatility Smiles With Varying H, T=2 Years: § =0.055, n=1.9, p= 0.9
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Figure 9.1: Implied volatility smiles generated by the Rough Bergomi Model (Hybrid scheme
method), with varying values of H, and fixed p = —0.9, n = 1.9, £ = 0.055
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Term Structure of ATM Forward Skew for varying H:n=1.9 p= - 0.9 Term Structure of ATM Forward Skew for varying H:n=1.9 p= - 0.9
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(a) ATM forward skew, 0 < H < 0.5. (b) ATM forward skew, 0.10 < H < 0.5.

Term Structure of ATM Forward Skew for varying H=0.10:n=1.9,p= — 0.9
— H=0.02
— H=0.04
—— H=0.06
—— H=0.08
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(¢) ATM forward skew, H < 0.10.

Figure 9.2: Term structures of Rough Bergomi (Hybrid scheme method) ATM forward skew, with
varying values of H, and fixed p = —0.9, n = 1.9, £ constructed from SPX Data from the 30th
May 2022 (Note: The shortest time to maturity considered here is 5 business days).



where & (u) = o2, Gatheral et al. [2, Section 7.1 Page 28] derived the following expression for the
ATM forward volatility in the Rough Bergomi model, up to the second order in #:

1 1 D? I'(H + 2)? 3
(1) = Mg, + Zp*nPert [1 a (1 + ( 2) ) — 2E§I] , (9.1.1)

2 T r-H 4 +H I'(2H +3)
_ Dy _ V2H :
where Ey = ;7 and Dy = =1 [2, Equation 7.6 Page 28].
2 2
With this expression at hand, we can plot the value of the ATM Forward Skew for varying
values of H, and gain further insight into how H affects the value of the skew, particularly for
small 7.

Comparison of Approximate Rough Bergomi ATM Forward Skew as a function of H, for varying time to matuirty T;
with p= —0.9, n=1.9, £=0.04 (Flat Forward Variance Curve)

ATM forward Skew for varying H, T=5.0 Buisness Days ATM forward Skew for varying H, T=10.0 Buisness Days

—— Aproximate Skew —— Aproximate Skew
--- Maximum Skew achieved at H=0.08 1 --- Maximum Skew achieved at H=0.09

ATM Forward Skew y(1)
ATM Forward Skew y(1)

ATM forward Skew for varying H, T=15.0 Buisness Days ATM forward Skew for varying H, T=20.0 Buisness Days

—— Aproximate Skew —— Aproximate Skew
-~ Maximum Skew achieved at H=0.1 --- Maximum Skew achieved at H=0.11

ATM Forward Skew y(1)
ATM Forward Skew y(1)

Figure 9.3: Plots of the approximate ATM forward skew as a function of H, for varying 7. Each
plot has the value of H that maximises (7). These values were generated using equation (9.1.1),
with p = —0.9, n = 1.9, £ = 0.04 (flat forward variance curve)

Figure 9.3 shows clearly that,for small 7, the approximate ATM forward skew decreases rapidly
once H passes a value around 0.10 as it approaches 0. While we must note that this is only an
approximation to the special case of a flat variance curve, we do see that Figure 9.3 explains
the change in behaviour we see as we decrease H past 0.10 that we saw in Figure 9.2(a). This
phenomena is important as one of the primary goals of the Rough Bergomi model is to fit the
rapid increase observed in the term structure of the ATM forward skew. Without knowledge of
this phenomena, a practitioner may naively choose an extremely low value of H, in an attempt to
maximise the short-term ATM forward skew.

Furthermore, if we let the value of H that maximises the approximate forward skew at maturity
7 be H*(7), a function of 7, then from Figure 9.3 we see that H* is increasing in 7. We can then
plot H*(7) against 7, to learn more about the behaviour of H*(7).

Figure 9.4 shows the value of H*(7) as T increases. Initially we only considered Hx € (0, 3) as
this is the applicable range of H for the Rough Bergomi model. While the approximation formulae
given by equation (9.1.1) was derived specifically for the Rough Bergomi model, where H € (0, 1),
it is interesting to gently explore the behaviour of H*(7) € (0,1). In both cases, we see that in
order to maximise ©(7) at increasingly longer maturities, we must increase H. Furthermore, in
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Plot of the value of H that maximises the Approximate ATM F orward Skew for varying time to maturity;
with p= — 0.9, n =1.9, £ = 0.04 (Flat Forward Variance Curve)

— H'e0d

10{ --- ExtensiontoH*€(,n) . . ______]

Figure 9.4: Plot of H*(7) as a function of 7, considering both H* € (0,1) and H* € (0,1). These
values were generated using equation (9.1.1), with p = —0.9, n = 1.9, £ = 0.04 (flat forward

variance Curve)

both cases we see the value of H*(7) increases approaching 0.5 and 1 respectively. These plot also
serve to explain the decrease in long-term ATM forward skew that we saw when decreasing H in
Figure 9.2(a).

To conclude, the main effect of H is to control the decay of the ATM forward skew for small 7.
Starting from H = 0.49, decreasing H leads to a steeper term structure of the ATM forward skew
for small 7, up until a point, after which further decreases in the value of H lead to a shallower
term structure of the ATM forward skew for small 7. Further analysis into the behaviour of the
Rough Bergomi model for extremely small H can be found in [41] and [42].

9.1.2 The effects of p and n

The effects of p and 7 on the Rough Bergomi model are intertwined and thus we shall consider
them together. Fortunately, in contrast to what we experienced when investigating the effect of
H, we can gain a large insight into the effects of p and n through plotting volatility smiles.

From Figure 9.5(a) we can see that the minimum of the smile decreases in value and moves
further along the strike axis as p decreases. Turning to Figure 9.5(b) we can see that a decrease in
71 causes a similar movement in the smile, with the minimum once again dropping and moving to
the right. Finally, from Figure 9.5(c), we see that, even with p x 7 fixed, a decrease in p still results
in a move of the minimum of each smile to the right, with the value of said minimum decreasing.

When consider p, it is tempting to think of it as the correlation between the process driving
the price-process and the process driving the variance process, as it is in many other traditional
stochastic volatility models. However, we must recall that this it not true in our case. Recalling
equation (7.2.1), we see that p is the correlation coefficient between Z; the Brownian motion driving
the price-process, and W; the Brownian motion driving the Riemann-Liouville process. With this
in mind, if we wish to calculate the correlation between Z; and B} we can proceed as follows:

From equation (8.1.2), we can substitute « = v = ¢ to obtain the following

E[BF Z) = pDpt'*3,

where we recall Dy = 7 2;{ . Now, from remark 4.5.9 we know that Var(Bf) = t>/ and we also
2
recall that for a Brownian motion we have that Var(Z;) = t.
Then, we can calculate the correlation between Z; and B as

___E[BIZ] _pDut"ts
PBi.2, = Var(BH) Var(Z;)  tHts ah
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Implied Volatility Smiles With Varying p : T=2 Years, £=0.055, n=1.9, H=0.1
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(b) Smiles with varying 7.
T = 2 years, H = 0.1,p = —0.91,
&€ = 0.055 (Flat Variance Curve).

Implied Volatility Smiles With Fixed px n, and Varying p : T=1 Years, §=0.055, px n= —171, H=0.1
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(c) Smiles with fixed product p x  and varying p.
T =1 year, pxn=-171, H=0.1.

Figure 9.5: Implied Volatility Smiles generated by the Rough Bergomi Model (Hybrid scheme
method), with varying values of p or 7. Note: Smiles for a wider range of maturities are included
in Appendix A.1, they have been omitted here as a single maturity is sufficient to show the desired
effects.
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Therefore we can see that the actual correlation between the processes driving the price-process
and variance process is equal to p x Dy. If we plot Dy against H we can begin to gain some
insight as to the behaviour of ppH z,, as H varies.

Dy against H

08

06

Dy

04

0z

Figure 9.6: Plot of Dy against H

From Figure 9.6 we can see that Dy increases with H. The ’spot-vol’ correlation is being scaled
by the factor Dy which is dependent on the smoothness of the Riemann-Liouville process. In the
case that H = %, we see that Dy = 1, and thus ppos z, = p. Therefore, in this case we do have
that p is the 'spot-vol’ correlation. On the other hand, as we decrease H below 0.10, we will have
a rapid decrease in Dy and subsequently a rapid decrease in the ’spot-vol’ correlation p BH Z,-

From this chapter we have gained an idea of the effects of each of the 3 parameters in the Rough
Bergomi model. This knowledge will be useful for the purpose of calibrating the Rough Bergomi
model, which we shall cover in the next chapter.
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Chapter 10

Calibration of the Rough Bergomi
Model

Now that we have covered the effects of each parameter within the Rough Bergomi model, we can
begin to examine how we will calibrate the model. With proper knowledge of the effect of each
parameter, we could in effect make educated guesses for the appropriate value of each parameter.
This notion is corroborated by a quote from Bayer et al. stating that 'Rough Bergomi parameters
can be guessed in practice’ [2, Section 5 Page 16]. Furthermore, Bayer et al. [2, Section 5.2 Page
18] showed, with proper knowledge of the effects of each parameter, that ’guessing’ the parameters
of the Rough Bergomi model provides a relatively good fit to the implied volatility surfaces of
SPX options. Building on this, they proposed certain methods to estimate H directly from the
term structure of the ATM forward skew. However, for the purpose of this paper we shall proceed
with calibration methods that endeavor to systematically obtain a good fit to the market-implied
volatility surface. This should allows us to consistently achieve a good fit to a wide range of
volatility surfaces.

10.1 Existing Methods

The existing literature on calibration of the Rough Bergomi presents two main styles of calibration
methodologies: Numerical minimisation of a chosen cost function, or direct fitting to a market
observable quantity with a closed form solution under the model. We shall briefly explore an
example of the latter style of calibration, before proceeding with a description of the main cali-
bration methodologies used in this work, both of which belong to the former style of calibration
methodologies.

10.1.1 Variance Swap Calibration

In his 2018 presentation, Gatheral [43], proposed the idea of calibrating the Rough Bergomi through
market observable quantities, such as variance swaps, that could also be calculated via a closed form
formulae under the Rough Bergomi model. Variance swaps were deemed an appropriate quantity,
as they can in principle be observed from an asset’s implied volatility surface. Furthermore, based
on the expectation decomposition formulae of Alos [44, Theorem 2.2 Page 406], Gatheral set
out the theoretical basis to calibrate the Rough Bergomi, from leverage swaps [43, Slide 60-66].
Gatheral showed that leverage swaps, which are products that can be decomposed into variance
and gamma swaps, can, in theory, be computed in any stochastic volatility model, and they can
also be estimated from the market-implied volatility surface [43, Slide 66]. While promising, this
calibration scheme will not be utilised for the calibration of the Rough Bergomi model in this
paper.

For the purpose of this work, we shall proceed with the following two calibration methodologies,
a Sequential Least Squares Programming minimisation of a chosen cost function, and a novel
Sequential Refined Grids Calibration method. Both of this methodologies seek to minimise a
chosen cost function, with the latter of the methods searching for a minimising value on a discrete
parameter space, rather than searching for a global minimum. For the purpose of both methods,
we shall introduce the setup and choice of our chosen cost function.
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10.2 Calibration Setup & Cost function

Our goal is to calibrate the 3 parameters of the Rough Bergomi model, such that the model
generated implied volatility surface at inception, is similar to that of the market implied volatility
surface. While models such as the local-volatility can fit the market volatility surface perfectly,
the Rough Bergomi model may not be able to fit every shape of surface exactly. However, we hope
that the Rough Bergomi model can fit a wide range of surfaces better than a traditional stochastic
volatility model, while also delivering more realistic long-term dynamics when compared to a local-
volatility model.

As we are attempting to fit the market implied-volatility surface, it is an obvious choice to try
and minimise the difference between the implied volatilities generated by the Rough Bergomi model,
and the market implied volatilities. In order to calibrate in a practical and timely manner, we
choose to minimise the difference between market implied volatilities , oparket, and model generated
implied volatilities, orp, on a selection of 30 points on the respective surfaces, corresponding to
30 unique strike-maturity pairings.

We choose to minimise the following cost function

30
C(H7 P51, G) = Z (gi,Market - Ui,RB)2 s (1021)
i=1

where G is our collection of 30 options.

Our choice of G will be determined by which areas of implied volatility surface we are most
interested in fitting to. A specification of G that includes only ATM options would naturally
lead to a surface that has a closer fit ATM, and conversely if we wished to fit the wings of the
implied-volatility surface better, we would choose G to include significantly OTM options. We can
represent our choice of options GG, on a maturity-strike matrix, with a 1 signalling that the options
is within G, and a 0 signalling that option is not included. We will proceed by using the choice of
grid G, represented as both a matrix and a table:

00 0 01 0 0 0O

00 01 1 1 0 0O

001 1 1 1 1 0 0

Gi=1y 111111 1 1| (10.2.2)
01 11 11110
0 01 1 1 1 100
Strike

M (as % of forward)
a 60% | 70% | 80% | 80% | 100% | 110% | 120% | 130% | 140%
t 1 Month X
u | 3 Months X X X
r | 6 Months X b'e b'e X b'e
i 1 Year b b'e b b'e b'e X b'e b'e X
t | 2 Years b'e X b'e b'e b b'e b'e
y | 5 Years b'q X X b'¢ b'¢

Table 10.1: Table representing the choice of options in grid G;. Cells in green with an x in them
indicate options we will consider in G, for the purpose of calibrating our model

(51 is a fairly balanced grid of options, placing a higher emphasis on options near the money,
but also ignoring extremely OTM or I'TM options for short-expiries. G is used for fitting the whole
surface, with a larger emphasis on the 'centre’ of the surface. With our choice of cost function ,
equation (10.2.1), we have chosen to weight each option within G equally. If we wished to achiever
a more precise fit on certain areas of the grid, we could weight those points more heavily. This can
be achieved by multiplying a constant factor w; to each (¢; Market — aiVRB)Q.

Now for a fixed G, our cost function, ¢(H, p,n,G) (equation (10.2.1)) becomes a function of
H, p and 7, and thus we seek the triplet of parameters that minimises ¢(H, p, 7).

To proceed, we will use the Rough Bergomi model and the grid-pricing method to generate
options prices for the specified strikes and maturities in the chosen G that we consider. We at
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this point must note that we shall only consider OTM options for the purpose of our calibration.
Thus for strikes below 100% of the forward, we price a put option, and for all other strikes we
price a call option. This is motivated by a remark from McCrickerd and Pakkanen, stating that
”The implied volatilities generated when exclusively considering call or put option estimators are
significantly noisier when they are respectively in-the-money” [37, Footnote 1 Page 2]. The variance
of the Monte Carlo estimators for option prices in the Rough Bergomi model are already very high,
thus we choose exclusively OTM options in an attempt to reduce this variance. For the purpose
of calibration we are very concerned with reducing the variance of the price estimate, as these
translate to a high variance in the implied volatilities, which subsequently makes it difficult for
any minimisation scheme to find the minimum of our cost function. This is in-fact one of the main
‘issues’ with rough volatility models currently, the variance of the estimators is rather high, and
as a result of this many sample paths are required to get the variance down to a level that allows
resolution of the minimum of the cost function.

Once we have obtained our selection of option prices, we utilise the Black-Scholes formula
(2.2.2) to solve for the implied volatilities. We then can compute our cost function, comparing
the model generated implied volatilities observed directly from the market, or from a synthesised
arbitrage free volatility surface. As we are now able to obtain a cost function value for a given
triplet (H, p,7n), we can proceed to selecting an appropriate minimisation algorithm.

10.3 High Variance Issues

Here we briefly expand upon the issue of the high variance of the traditional Monte Carlo price
estimates under the Rough Bergomi model. As alluded to above, the Rough Bergomi model, due
to the inclusion of a fBm within the variance process, produces Monte Carlo price estimates which
have a high variance. Let us consider the case of simulating a Rough Bergomi model with a fixed
parameter triplet, and utilising this model to price a call option of fixed strike k and fixed maturity
T. We utilise m paths in the simulation of the model, and receive a price C(T, k) as an output.
Traditionally in other volatility models, m = 200,000 would have been a sufficient number of paths
such that on subsequent repricing of the same call option, we would have a low variance in the
Monte Carlo price estimate. Unfortunately this is not the case in the Rough Bergomi model, as the
variance of the paths is so high. We performed an analysis of this to obtain an empirical estimate
for the standard deviation of repeated Monte Carlo pricings of a call option with maturity of T'=5
years, and a strike of 100% of the forward.

H | 0 of C(T =5,k =100%) (as % of mean)
0.1 0.34
0.15 0.32

0.2 0.27

Table 10.2: Table of standard deviation of 20 Monte Carlo pricings of a call option with maturity
of 5 Years and strike of 100% of the forward, for varying H. Each pricing utilised 200,000 paths,
and the standard deviation is expressed as a % of the mean price for each batch of 20 pricings.
Parameters used : p = —0.7,n = 2. SPX data from 30th May 2022 was utilised for these simula-
tions.

We can see from Table 10.2 that the standard deviation is rather high, especially for H = 0.1.
We also see that the standard deviation increases as the fBm within the Rough Bergomi model
gets rougher. It is far from ideal that, even after utilising 200,000 simulation paths, 20 subsequent
price estimates for a single option have a standard deviation of as much as 0.34% of the mean of
the 20 prices. This will prove to be an issue for the purpose of calibration, and for the purpose
of merely generating consistent derivatives prices. The high variance of the price estimates will in
turn translate to a high variance in the implied volatilities obtained from each options price, and
this variance will in turn affect the evaluation of the cost function used for calibration. In order to
investigate the magnitude of this effect, we fixed a parameter triplet for the Rough Bergomi model
and calculated our cost function (10.2.1) over our calibration grid G;.
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H | oof ¢(H,p,n,G1) (as % of mean)
0.1 9.53
0.15 2.82
0.2 1.23
0.3 0.54

Table 10.3: Table of standard deviation of 20 evaluations of cost function ¢(H,p,n,G;) , for
varying H. Each pricing within a cost function evaluation utilised 200,000 paths, and the standard
deviation is expressed as a % of the mean cost function value for each batch of 20 evaluations.
The SPX volatility surface on the 30th May 2022 was utilised for the market volatilities within the
cost function, and appropriate market data was also taken from this index on the specified date.
Parameters used : p=—0.9,7 = 1.9.

Now from Table 10.3 we can see that this variance is going to be a large issue when performing
calibration. We note here that H = 0.1 is close to the minimising value of H for these evaluations
of the cost function on the SPX surface on the 30th May 2022, as we shall discover later in Chapter
11. We see that as H decreases, the standard deviation of the cost function evaluations reaches
as high as 9.5% of the mean cost function evaluation. This results in an extremely high noise to
signal ratio for any minimisation scheme, which will make it hard for the scheme to find the true
minimum. We cannot at this time differentiate as to whether the standard deviation, as a % of
the mean cost function evaluation, is increasing as the paths of the fBm are becoming increasingly
rough, or because we are sufficiently close to the minimising value. Unfortunately, as we saw from
our estimates for H in Chapter 5, we will likely find that H is close to 0.1 for many indices that we
wish to simulate, and thus this high standard deviation in the cost function evaluations is likely
something that we will encounter during the calibration of any index we considered.

We will see, in Chapter 11, that this variance in the cost function will be one of the main issues
we face. Nevertheless, we still for now proceed by attempting to minimise our chosen cost function.
We now turn to the choice of an appropriate minimisation scheme.

10.4 Minimisation Algorithms

In order to select an appropriate minimisation algorithm, it would serve us well to understand
the behaviour of our chosen cost function ¢(H, p,n). The cost function ¢ returns a value for each
choice of triplet (H, p,n), and thus we can consider the four-dimensional surface, with co-ordinates
given by (H, p,n,c(H,p,n)). Unfortunately, it is rather hard to visualise such a surface in four-
dimensions. Therefore, we shall resort to fixing one parameter value, for example H = H, and
plotting the surface with co-ordinates given by (p,n, c(H, p,n)). In plotting these surfaces, we are in
particular looking for the presence of large local-minima, which may prevent certain gradient-based
minimisation schemes from finding the global-minimum.

The following surfaces were generated by simulating the Rough Bergomi model using the Hybrid
scheme, with market data taken from the 30th May 2022 for the SPX. Moreover, grid G; was
utilised in the specification of the cost function c.

Remark 10.4.1. The cost function grids used to generate these surfaces are in Appendix A.2.

From Figure 10.1 we can observe that the surfaces plotted are relatively smooth, suitably
convex, and do not contain any noticeable local minima. While these surfaces are not the actual
four-dimensional cost function surface we are interested in, and plotting one specific set of three-
dimensional surfaces is certainly not an exhaustive investigation, we can still use these surfaces
plotted as weak evidence to suggest that a gradient-based minimisation algorithm may be feasible.

10.5 SLSQP Minimisation

We, shall proceed with using the Sequential Least Squares Programming (SLSQP) scheme for the
minimisation of our cost function. The SLSQP algorithm, proposed by Dieter Kraft [45], min-
imises a function of several variables, and can be used with combinations of bounds, equality and
inequality constraints. For SLSQP we require that the cost function is at least twice continuously
differentiable, and the surfaces from Figure 10.1 suggest that this is true. SLSQP uses a method
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(a) Cost Function surface for varying values of H and 7, with fixed p = —0.7
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(b) Cost Function surface for varying values of H and p, with fixed n = 3
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(c) Cost Function surface for varying values of p and 7, with fixed H = 0.1
Figure 10.1: Cost function surfaces for fit to the SPX implied volatility surface on 30th May 2022,

using grid G, for varying parameter values. The Hybrid scheme method was used to simulate the
Rough Bergomi model which was utilised for these cost function evaluations.
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known as Sequential Quadratic Programming (SQP), which is not a single algorithm itself, but
rather a method from which numerous minimisation algorithms have evolved. For a detailed ex-
planation of SQP and SLSQP see [46]. SQP can be viewed as a natural extension of Newton-like
methods [46, Section 1 Page 2], and as such can be expected to share some of the same character-
istics of Newton-like methods; such as rapid convergence when iterations are close to the minima,
but potentially erratic behaviour far from the minima.

Now that we have chosen our minimisation scheme, we must define our domain of calibration.
For the purpose of the parameters of the Rough Bergomi model for equity derivatives, we shall
define the calibration domain D as

D= [Hmin7 Hmax} X [pmina pmax] X [nmirnnmax]

10.5.1
= [0.01,0.49] x [—0.99, —0.01] x [0.5,5.5] ( )

With this in mind, we describe the calibration process as follows:

Algorithm 10.5.1 (SLSQP Calibration Method). 1 Simulate 30 options specified by choice
of grid G, using both grid-pricing and the Hybrid scheme method.

2 Solve for the implied volatility of each option.
3 Use SLSQP to minimise the cost function ¢(H, p,n) to obtain the minimising triplet (H*, p*, n*).

This calibration method was used to calibrate the Rough Bergomi model to the SPX implied
volatility surface, with data from the 30th May 2022. Before we proceed to calibration results, we
shall introduce an additional calibration method.

10.6 Sequential Refined Grids Calibration Method

We now present a novel calibration method, which to the best of our knowledge is not published
in the existing literature. We call this method the ’Sequential Refined Grids’ (SRFG) method,
and present it as general framework for a class of methods that differ depending on the number of
cycles and grid refinements considered.

The methodology consists of sequential calibration of the model parameters on increasingly
refined discrete parameter grids. An important principle of this method is that the minimum of
each grid is included as a point within the next grid considered, this ensures that the minimising
value in a grid is larger than that of all subsequent grids. As a result of this, we can guarantee
that the minimising value on the final discrete grid is the minimum of all discrete parameter
combinations over all grids considered.

Algorithm 10.6.1 (Sequential Refined Grids Calibration). This method can be applied with
numerous choices of cost functions, however, we shall proceed with the cost function defined by
equation (10.2.1). We utilise the domain of calibration D as specified by (10.5.1).

1 First Calibration Cycle: In the first calibration cycle, an optimisation is done in (p,7n),
with H set to an appropriate value. The initial value of H could be chosen from an analysis
of the roughness of the realised variance of the asset in question (see Chapter 5) or from
previous calibrated values of H.

1(a) Fix the value of H = Hj to a suitable value.

1(b) Construct a coarse grid, 5,)777, of size Ny x M, defined via the discretisation of the
intervals [,Dmina pmax] ) [nmin7 nmax]:

; Ni—1 i Mi—1
D,y =1 Pmin + ><A>} x{min—i—( XA)}
- {p (Nl —177) ! M -1 =0

with Ap := (Pmax — Pmin) = 0.98, A1 := (Nmax — Pmin) = 5 For convenience we denote,
l:= |ﬁ x Ap| and k := \ﬁ x An.

1(c) For each point (p;,n;) € 50,77 simulate 30 options prices specified by options grid G,
using the Rough Bergomi model with parameter choices (Hy, p;,7;), using the Hybrid
scheme method. Solve for the implied volatility of each option, and subsequently calcu-
late the value of the cost function ¢; j(Ho, pi,n;) and store its value.
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1(d) Once all points (p;,n;) have been considered, find the minimum value of ¢; ;(Ho, p;i,1;)
and denote
(ﬁ? ﬁ) = arg Hiil’l c (H07 Pis Mg, )
PiMi€Dp,n
1(e) Let Na, M both be odd integers. Then, we construct a refined grid, D, , ofsize Nox Mo,
defined via the discretisation of intervals of length 2/ and 2k respectively, centred around

P
ix2 1M ! jx2k\ Mt
D  =<p-1 n—=k .

o {p " (NQ—l)}i—O ) {77 " (M2_1)}j—o

By taking No, M5 as odd integers, the point (p,7) is included in D, , by construction.
This ensures that

argmin C<H05 Piﬂ?jv) S aI‘ngil’l C(HO,ph 77]7 ) .
[17177]]'62;,,,7 pi»njer,n

If we havev for a pOth(pi, 77]) S Qp,nv that (pla nj) ¢ [pmina pmax} X [nmin, nmax]a we Slmply
ignore the point and do not include it in our grid D, ..
1(f) Repeat steps 1(c)-1(d), and denote

(p,n) := argmin c(Ho, pi,nj,) -
pin; €D,

2 Second Calibration Cycle: We now optimise over (H, p) with 7 fixed to n = 1 obtained
from 1(f). We let Ap = min(|p — pmin|, |p — Pmax|) and AH = min(|Hy — Huin|, |[Ho — Hmax|)-

2(a) Let Ni, M| be odd integers. Then we construct a coarse grid D1y ,, of size Nj x M,
defined via the discretisation of the intervals, [Ho— 1 AH, Hy+3AH], [p—1Ap, p+3Ap):

o 1 i Ni—-1 1 j Mj-1
D! =< Hy— -AH —— X AH ——A A .
e { °T 3 +(N{—lx >}= X{[’) 2 ”*(M{—lx ”>}j:o

This is a grid, centred around (Hy,p). We have by construction chosen to include
the point (Hy, p), so that the minimising triplet from 1(f) (Ho, p,n) is a discrete point
within ﬁH,p, when we extend to the triplet by including the fixed value 1. Therefore,
we ensure that B

arg@n C(Hiapjaﬂa) < argmiﬂ C(H07pi7nj?)'
H;,p; €D 11, p, pin; €D,

For convenience we denote, I’ := |N{1_1 x AH| and k' := |ﬁ x Apl.
2(b) For each point (H,p,) € WH,,, simulate 30 options prices specified by options grid
G, under the Rough Bergomi model with parameter choices (Hj, p;,n), using the Hy-

brid scheme method. Solve for the implied volatility of each option, and subsequently
calculate the value of the cost function ¢; j(H;, p;,n) and store its value.

2(c) Once all points (H;, pj) have been considered, find the minimum value of ¢; ;(H;, p;,n)
and denote

(H,p) == argmin c(H;,pj,n,).
Hi,[)]',ED/H,p

2(d) Let N3, M; both be odd integers . Then, we construct a refined grid, D’y , of size
N3 x My, defined via the discretisation of intervals of length 2 x 1" and 2 x &’ respectively,
centred around H, p':

_ o \ 1V (- jx 2K\ Mt
Dy =dH - (S K .
e { " (Né -1/)io 7 * My;—=1)},
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By taking N}, M} as odd integers, the point (H, p’) is included in D'y, by construction.
This ensures that

arg min c(Hi,pj,ﬂ,) < argmin C(Hi,pj,ﬂ,).
Hi,p;€D’ Yy , H;,p; €D H,p

If we have, for a point(H p;) € D'y ,, that (Hy, pj) ¢ [Humin, Hmax] X [Pmin, Pmax], We
simply ignore the point and do not include it in our grid Q’H7 o

2(e) Repeat steps 2(b)-2(c), and denote

(H,p') := argmin C(Hi,pj,ﬂ,).
Hi,p; €D’y

3 We then have a triplet of parameters (H, p’, 1), which we take as our final calibrated param-
eters.

By the construction of our grids, we have ensured that the triplet (H, p’,7n) will be the min-
imising set of parameters for the cost function, for all of the triplets we have considered over the
associated 4 grids. This ensures that we do not necessarily need to store all of the cost function
values for each triplet as we move from one grid to another, as we can be certain the final value
will be the minimising value for the discrete set of values considered.

Remark 10.6.2. This scheme can be adapted to include more rounds of calibration, or a larger
number of increasingly refined grids per cycle. For example, a third calibration cycle could be
performed, optimising over a grid of (H,n) while fixing p = p’. Various cycles and grids can be
added, though one must take care to include the minimising triplet from a previous grid, into
the next grid, if they want to ensure the final triplet is the minimum over the discrete values
considered. We have chosen to use 2 calibration cycles, with 2 grids in each cycle, as we deemed
this to provide a reliable level of calibration accuracy in terms of minimising the cost function.
Further numerical investigations could be done into the computation time and calibration accuracy,
of various combinations of the number of calibration cycles and the number of increasingly refined
grids per cycle.

While this method does not guarantee we find a minimum of the cost function over our pa-
rameter space D, it does lead to a minimising value on the final discrete refined grid, and this
value is the minimising value of all discrete parameter values considered. The method should not
be viewed as a proper minimisation scheme, as we are in effect just using brute force to try and
find a minimising parameter triplet on a discrete parameter cube. However, the method does still
seem to have some merits, specifically in the context of calibrating the Rough Bergomi model,
as traditional minimisation schemes do not seem to have been very effective in both our testing
and the current literature. The benefit of this methodology is that, if we fix the size of each grid
considered to consist of N (N being an odd integer )points, then we are only required to simulate
the Rough Bergomi model a total of 4 x N2, to obtain our final optimising triplet. A notable
benefit of this method is that it is easily parallelised, with each core being able to compute the
cost function of a point on each grid in parallel, before recombining the values to find the min-
imum. This is in contrast to the SLSQP method, which requires information from the previous
cost function analysis before a subsequent analysis can be conducted. Given sufficient cores, we
can compute each grid in approximately the same amount of time as one cost function evaluation,
and thus we can evaluate k grids in a similar amount of time as k iterations in the SLSQP method.
This becomes even more powerful when we consider that as we are utilising grid pricing, where
each cost function evaluation over our grid G of options only requires one set of m paths and thus
is computed in approximately the same amount of time as the computation of one option up to
a final maturity time of T, if we were not using the grid-pricing method. Therefore, with k grids
being utilised, we can calibrate the entire model in approximately the time required to generate k
options prices for a maturity of T if we were not using grid-pricing. A disadvantage of this method
is that we evaluate the cost function a large number of times far from the discrete minimum of each
grid. However, the decreased computation time from parallelisation of this method does seem to
alleviate this issue, at least from a computation time point of view. Further development into this
model could try to reduce the number of 'wasted’ cost function evaluations, perhaps by integrating
algorithms which restrict cost function evaluations in certain areas of the grid if the minimum
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value is deemed unlikely to be in such an area. Figure 10.2 shows a visual representation of the
method, for the case where we use 2 calibration cycles consisting of 2 grids each, and is shown to
aid the readers understanding of the method.

Parameter Cube

Legend:
Coarse Grid 1

Refined Grid 1

Coarse Grid 2
Refined Grid 2

Minimising point on Coarse
Grid 1

" Minimising point on Refined
Grid 1

Ly w _ _

Minimising point on Coarse /
Grid 2 /

Minimising point on Refined 7/ P
Grid 2 /s

Figure 10.2: Visual representation of the SRFG Calibration Method of H, p,n on the parameter
domain D represented by a parameter cube. Here we have utilised 2 calibration cycles, with 2
grids per cycle.

We utilised both the SLSQP and SRFG method to calibrate the Rough Bergomi model to the
SPX volatility surface on the 30th May 2022, with the grid G;. We shall now proceed to explore
the results of these calibrated models.
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Chapter 11

Calibration results

We will now show results from the calibration of the Rough Bergomi model, utilising both the
SLSQP calibration method, and the SRFG method. In both methods, we utilise Grid-pricing
and the Hybrid scheme to generate the option prices, and the cost function chosen is specified by
(10.2.1). Furthermore, both calibration methods were performed on the SPX volatility surface on
the 30th May 2022, and used market data from the same date.

11.1 SLSQP Calibration

The following results were obtained through SLSQP calibration, on the stike-maturity grid, Gy,
specified by (10.2.2). For the purpose of calibration, 200,000 paths were used to price each grid of
options.

H 0.0996
p -0.848
n 1.991
Final Cost Function Value, ¢(H, p,n, G1) 0.00112
Mean Squared Error 0.0000373

Table 11.1: Calibration results from SLSQP calibration of Rough Bergomi Model to SPX Implied
volatility surface on the 30th May 2022, utilising options grid G;.

Table 11.1 displays the values of our calibrated parameters, the corresponding final cost func-
tion value, and the corresponding mean squared error of the model generated implied volatilities
compared to the market implied volatilities. Unfortunately, as mentioned before, the high variance
of the prices and subsequent implied volatilities generated by the Rough Bergomi model, makes
it hard for the SLSQP scheme to obtain the minimising parameter triplet. The SLSQP scheme
rapidly approached a neighbourhood of our minimising parameter triplet, but then the scheme
found it difficult to find a precise minimising point, as the variance of the cost function value is
high even within a narrow range of parameters. To remedy this, we would like to utilise more paths
per evaluation of the cost function, so that we would see a decrease in the variance, and the SLSQP
scheme would be able to find a minimising point more quickly and accurately. Unfortunately, we
could not utilise more than 200,000 paths while simulating up to a maturity of 5 years, due to
memory constraints. As we lower the maximum maturity, we will be able to utilise more paths,
and thus we should see that the cost function can be minimised more quickly and to a lower value.

Now that we have obtained calibrated parameters for the Rough Bergomi model, we can use
the model to price a set of options, and compare the implied volatilities obtained from the model,
with the market implied volatilities. We note that, we will now generate model-delivered implied
volatilities for points on the strike x maturity plane that were not necessarily considered in our
calibration grid.
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Table 11.2: Table of absolute error of the SLSQP calibrated Rough Bergomi model delivered
implied volatility estimates, compared to the market implied volatility values. Strikes are expressed
as % of the forward price. In this simulation, the Rough Bergomi utilised the calibrated parameters,
H =0.0996, p = —0.847, 7 = 1.991, and 200,000 simulation paths were used. Market data and the

Maturity | Strike | Absolute Error
Maturity | Strike | Absolute Error 60% 0.00356
70% 0.00421 70% 0.00636
80% 0.01837 80% 0.00589
90% 0.01037 90% 0.00337
1 Month 100% 0.01662 1 Year 100% 0.00164
110% 0.00834 110% 0.00402
120% 0.00251 120% 0.00847
130% 0.01659 130% 0.00883
60% 0.01777 140% 0.00500
70% 0.00232 60% 0.00807
80% 0.00380 70% 0.00777
90% 0.00025 80% 0.00632
3 Months 100% 0.00504 90% 0.00405
110% 0.00482 2 Years 100% 0.00205
120% 0.00395 110% 0.00180
130% 0.00275 120% 0.00238
140% 0.00828 130% 0.00155
60% 0.00551 140% 0.00129
70% 0.00354 60% 0.00205
80% 0.00591 70% 0.00092
90% 0.00196 80% 0.00399
6 Months 100% 0.00172 90% 0.00679
110% 0.00033 5 Years 100% 0.00831
120% 0.01075 110% 0.01011
130% 0.01412 120% 0.01074
140% 0.01061 130% 0.01047
140% 0.01031

implied volatility surface were taken from the SPX index on the 30th May 2022.

Maturity | Mean Absolute Error | Standard Deviation of Absolute Error
1 Month 0.0110 0.00636
3 Months 0.00544 0.00512
6 Months 0.00605 0.00478
1 Year 0.00524 0.00239
2 Years 0.00392 0.00276
5 Years 0.00708 0.00386

Table 11.3: Table of mean absolute error and standard deviation of absolute error for each maturity
considered in Table 11.2.
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Strike (As % of Forward) | Mean Absolute Error | Standard Deviation of Absolute Error
60% 0.00739 0.00633
70% 0.00418 0.00356
80% 0.00738 0.00549
90% 0.00447 0.00362
100% 0.00590 0.00586
110% 0.00494 0.00374
120% 0.00647 0.00398
130% 0.00905 0.00601
140% 0.00710 0.00394

Table 11.4: Table of mean absolute error and standard deviation of absolute error for each strike
considered in Table 11.2.

Table 11.2 shows the absolute error of the model delivered implied volatility compared to the
market implied volatility, for a set of options. The mean of the absolute errors is 0.00628 and the
standard deviation is 0.00462. Moreover, Table 11.3 and Table 11.4 show the mean and standard
deviations of the absolute errors for each maturity and strike considered, respectively. This allows
us to observe how the distribution of absolute error varies by both strike and maturity. From Table
11.1, recalling our grid of options G; which we used for our calibration, we can see that the implied
volatilities for options that were not present within the calibration grid have higher absolute errors.
This is to be expected. Our calibration scheme sought to minimise the error over these specific
points on the implied volatility surfaces, thus it makes intuitive sense that upon re-simulation with
calibrated parameters, that these points will have a lower absolute error. Furthermore, from Table
11.3, we can see that the 1 month maturity has the highest mean absolute error, this corroborates
our previous statement, as the 1 month maturity had the least number of options present within our
calibration grid G;. Unfortunately, not much can be deduced from Table 11.4, with no clear trend
being present. We likely can attribute this to the high variance of the option price and subsequent
implied volatility estimate of our current version of the Rough Bergomi model. Ultimately, most
of the trends we see in Tables 11.2-11.4 are due to our choice of calibration grid G, and should
not differ between the SLSQP method and the SRFG method. While we again expect to see
larger errors for options not considered in the calibration grid,it is more interesting to look at
the difference in magnitude of the absolute errors between the two methods, corresponding to a
difference in goodness of fit. We shall explore a comparison of the two calibration methodologies
later.

Given the data presented in Tables 11.6-11.4, the plotting of smiles would provide us with
little additional information about the goodness of fit of the model. Nevertheless, we shall plot a
selection of smiles for the maturities we considered, to allow us to visualise the fit of the model
delivered implied volatilities to the market implied volatility surface.

Figure 11.1 shows the model delivered and market smiles for varying maturities. By plotting
these smiles we can easily visualise the data from Table 11.2, and see the different shapes of smiles
present for each maturity. We can again see that the model delivered implied volatilities for options
considered within our grid G; are closer to that of the market implied volatilities, corroborating
what we learnt from Tables 11.6-11.4.

As discussed in Chapter 3, one of our main goals with the Rough Bergomi model was to better
fit the term structure of the ATM forward volatility skew. Therefore, it is only natural that we
should plot term structures of the skew generated by our calibrated model, and see how well they
fit the market term structure. Furthermore, it is also useful to plot the term structure of the ATM
volatility delivered by our calibrated model, as this is not only a quantity closely related to the
skew, but also an important quantity for pricing exotic options such as cliquet options (see 2.3.1).
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SLSQP Calibration on G;: Comparison of Model Delivered and Market Implied Volatility Smiles for Varying Maturities
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Figure 11.1: Plots of volatility smiles for varying maturities, for both market implied volatilities,
and SLSQP calibrated Rough Bergomi model delivered implied volatilities. The Rough Bergomi
model was simulated with the following parameters obtained from the SLSQP calibration to the
SPX volatility surface on the 30th May 2022: H = 0.0996, p = —0.848,n = 1.991.
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Term Structure of SLSQP Calibrated Rough Bergomi Model Delivered ATM Forward Skew With Estimates for Market ATM Forwad Skew
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(a) Term structure of SLSQP calibrated Rough Bergomi model delivered ATM forward skew with estimates for market ATM
forward skew.
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(b) Term structure of SLSQP calibrated Rough Bergomi model delivered ATM forward volatility with estimates for market
ATM forward volatility.

Figure 11.2: Term structures of ATM forward volatility and skew from SLSQP calibrated Rough
Bergomi Model, with H = 0.0996, p = —0.848, n = 1.991. Market data from the SPX volatility
surface on the 30th May 2022 was used to plot market estimates for ATM forward volatility and

skew, and for calibration of the Rough Bergomi model.
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Figure 11.2 displays the calibrated model-generated term structure of the ATM forward skew
and the ATM forward volatility. From Figure 11.2(a) we see that the calibrated model fits the
market skew well initially in the very short term, however, it then has a larger error for maturities
of up to 3 years, after which we then see the error decrease. On the other hand, from Figure
11.2(b), we see an initially poor fit for very short maturities, followed by an improvement in fit for
maturities between 5 months and 1.5 years, and then a decrease in the quality of fit.

Overall, we can see that the Rough Bergomi model calibrated by the SLSQP method is able
to fit the market-implied volatility surface well, fitting empirical smiles and skews decently, with
just 3 parameters. The fit could be better, but unfortunately, the SLSQP method had difficulty
finding the true minimising parameter triplet due to the large amount of noise present in each cost
function evaluation, coming from the variance of the Monte Carlo estimator for the Rough Bergomi
model. Moreover, even with knowledge of the true minimising parameters of ur cost function, due
to the high levels of variance present in the Rough Bergomi model, we cannot guarantee that upon
re-simulation we will have an optimal fit. We will expand more upon this in section 11.3.

11.2 Sequential Refined Grids Calibration

We now turn to calibration results from the SRFG calibration method. We utilised the 4 grid
variant of the SRFG method, with Ny, M; = 10, and N, My, Ny, M{, N}, M5 = 11, on domain
D (see (10.5.1)), and Hy = 0.1. Furthermore, 200,000 paths were used to simulate each grid of
options, and all market data was taken from the SPX volatility surface on the 30th May 2022.

H 0.0946
p -0.896
n 1.944
Final Cost Function Value, ¢(H, p,n,G1) | 0.00104
Mean Squared Error 0.0000345

Table 11.5: Calibration results from SRFG calibration of Rough Bergomi Model to SPX Implied
volatility surface on the 30th May 2022, utilising options grid G;.

From Table 11.5, we see that the SRFG method actually resulted in a lower final cost function
value than the SLSQP method, corresponding to a lower mean squared error over the grid Gfj.
Unfortunately, as we will see, this lower mean squared error on calibration does not always translate
to a better fit upon re-simulation. This is due to the high variance of the Rough Bergomi prices,
which even with fixed parameters, produce varying price and implied volatility estimates upon
each re-simulation (see 10.3). Therefore, even if we have two parameter triplets py = (H1, p1,m)
and ps = (Ha, p2,n2) with ¢(p1) < ¢(p2), we do not necessarily get that a Rough Bergomi model
with parameters p; will fit the market better than ps upon re-simulation. It seems that due to
the high variance we are currently presented with, we are only able to calibrate the model to a
certain level of fit, where the noise generated from the variance of the price estimations prevents
minimisation schemes from finding the true minimum. With this in mind, the SRFG method seems
more effective given the current circumstances than the SLSQP method. Both methods are able
to calibrate to a similar level of accuracy, which is limited by the variance of the price estimation,
which is in turn limited by memory constraints. However, the SRFG method with 4 grids can
be parallelised such that it can run much faster than the SLSQP method, and therefore, we can
obtain a similar level of fit in significantly less time.

Upon re-simulation using the calibrated parameters from the SRFG method, we obtain Table
11.6, displaying the absolute errors or the options considered. The mean of the absolute errors is
0.00655 and the standard deviation is 0.00488. We note that, compared to the absolute errors when
we re-simulated the SLSQP method, the SRFG method produced higher mean absolute errors and
a higher standard deviation of absolute error, even though the cost function was lower. This, as
suggested above, supports the idea that given the high variance of the price estimates from the
Rough Bergomi model, a lower calibration cost function value does not necessarily guarantee a
better fit upon re-simulation, if we only consider one re-simulation attempt.

We once again display analogous tables and figures to those of the SLSQP method. The
general trends of these tables and figures seem to be consistent with those of the SLSQP method,
reinforcing the notion that the trends we see with regard to the fit at each strike and maturity
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Maturity | Strike | Absolute Error

Maturity | Strike | Absolute Error 60% 0.00373
70% 0.00033 70% 0.00710

80% 0.02139 80% 0.00716

90% 0.01320 90% 0.00479

1 Month | 100% 0.01665 1 Year 100% 0.00303
110% 0.01262 110% 0.00427

120% 0.00564 120% 0.00594

130% 0.01774 130% 0.00325

60% 0.01700 140% 0.00306

70% 0.00046 60% 0.00982

80% 0.00563 70% 0.00989

90% 0.00221 80% 0.00867

3 Months | 100% 0.00406 90% 0.00649
110% 0.00784 2 Years | 100% 0.00449

120% 0.00299 110% 0.00342

130% 0.00951 120% 0.00229

140% 0.01575 130% 0.00098

60% 0.00653 140% 0.00612

70% 0.00383 60% 0.00514

80% 0.00719 70% 0.00245

90% 0.00355 80% 0.00038

6 Months | 100% 0.00042 90% 0.00305
110% 0.00066 5 Years | 100% 0.00600

120% 0.00556 110% 0.00798

130% 0.00679 120% 0.00926

140% 0.00254 130% 0.01020

140% 0.01149

Table 11.6: Table of absolute error of the SRFG calibrated Rough Bergomi model delivered implied
volatility estimates, compared to the market implied volatility values. Strikes are expressed as %
of the forward price. In this simulation, the Rough Bergomi utilised the calibrated parameters,
H =0.0996, p = —0.848, 7 = 1.991, and 200,000 simulation paths were used. Market data and the
implied volatility surface were taken for the SPX index on the 30th May 2022.

are more heavily affected by the choice of our grid G. We again see that options considered in
our grid have a lower absolute error. Overall we again see that the Rough Bergomi model with
SRFG calibrated parameters fits the market implied volatility surface well, fitting empirical smiles
and skews. The quality of fit of the SRFG model does not seem to be notably different from the
SLSQP calibrated model, and the difference between the mean error of both models is likely due
to the variance of the price estimators, rather than any difference in the calibration schemes.

Maturity | Mean Absolute Error | Standard Deviation of Absolute Error
1 Month 0.0125 0.00730
3 Months 0.00727 0.00587
6 Months 0.00412 0.00257
1 Year 0.00470 0.00166
2 Years 0.00580 0.00325
5 Years 0.00622 0.00380

Table 11.7: Table of Mean absolute error and standard deviation of absolute error for each maturity
considered in Table 11.6.
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Strike (As % of Forward) | Mean Absolute Error | Standard Deviation of Absolute Error
60% 0.00844 0.00529
70% 0.00401 0.00381
80% 0.00840 0.00699
90% 0.00555 0.00403
100% 0.00578 0.00564
110% 0.00613 0.00422
120% 0.00528 0.00248
130% 0.00808 0.00592
140% 0.00779 0.00570

Table 11.8: Table of Mean absolute error and standard deviation of absolute error for each strike
considered in Table 11.6.

SRFG Calibration on G: Comparison of Model Delivered and Market Implied Volatility Smiles for Varying Maturities
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Figure 11.3: Plots of volatility smiles for varying maturities, for both market implied volatilities,
and SRFG calibrated Rough Bergomi model delivered implied volatilities. The Rough Bergomi
model was simulated with the following parameters obtained from the SRFG calibration to the
SPX volatility surface on the 30th May 2022: H = 0.0946, p = —0.896,n = 1.944.
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Term Structure of SRFG Calibrated Rough Bergomi Model Delivered ATM Forward Skew With Estimates for Market ATM Forwad Skew
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(a) Term Structure of SRFG Calibrated Rough Bergomi Model Delivered ATM Forward Skew With Estimates for Market ATM
Forward Skew.
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(b) Term Structure of SRFG Calibrated Rough Bergomi Model Delivered ATM Forward Volatility With Estimates for Market
ATM Forward Volatility.

Figure 11.4: Term structures of ATM Forward volatility and skew from SRFG calibrated Rough
Bergomi Model, with Rough Bergomi Model, with H = 0.0946, p = —0.896, n = 1.944. Market
data from the SPX volatility surface on the 30th May 2022 was used to plot market estimates for
ATM forward volatility and skew, and the market data was used for calibration.
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11.3 Comparison of SLSQP and SRFG methods

Analysing the results from Section 11.1 and 11.2 we see that both schemes manage to minimise
the cost function down to a similar level. The SLSQP method resulted in a final mean squared
error of 3.73 x 10~° of over the 30 options considered, whereas the SRFG scheme resulted in a final
mean squared error of 3.45 x 1075. While both schemes manage to get this mean squared error
down to a low level, there is still a fundamental issue with the calibration of the Rough Bergomi
model through the minimisation of our chosen cost function. As alluded to earlier, our main issue
is that, given the constraint of a maximum of 200,000 paths, the Rough Bergomi model produces
Monte Carlo price estimates that still have a high level of variance. This high variance of the price
estimates results in a high variance within the implied volatility estimates, and consequently within
our cost function evaluations. Therefore, both schemes find it hard to detect the true minimising
parameters of the cost function, due to the presence of this large amount of noise. The SLSQP
scheme performs repeated evaluations of the cost function with small variations in the parameters.
The variance in the cost function value at each evaluation is high enough such that once the cost
function is minimised down to a magnitude of 1073, it has difficulty determining which direction
to move the parameter estimate towards. Similarly, the SRFG method evaluates each parameter
combination on its grids only once, and thus the minimum value for each grid can easily change
upon reevaluation of the cost function over the grid. The minimising triplet obtained from each
grid, especially for the more refined grid, is thus not necessarily the actual minimising triplet over
that grid. Essentially, both schemes are able to successfully find a neighbourhood of the true
minimising parameter triplet, but once they are here the noise is too great to allow them to find a
more precise estimate. Furthermore, as displayed in Section 10.3, upon re-simulation of the model,
we have a high variance in the price estimates, which can lead to a large variance of the fit of
the model to the market implied volatility surface. Even if the parameters chosen were the true
minimising parameters of our cost function, a simulation of the Rough Bergomi model could likely
provide a worse fit than another simulation with other parameters.

Ultimately the issues regarding fit are currently to do with this variance problem, and this
should be the first thing we endeavour to address. The obvious solution is to utilise more simulation
paths, and if memory constraints were not present then we would have utilised this approach.
Variance reduction techniques would also be extremely useful here, however, as discussed we chose
not to utilise the 'turbocharging’ technique due to the bias in the estimators. The addition of
an appropriate variance reduction technique that is both tractable and without large bias, would
greatly enhance the feasibility of calibration of the Rough Bergomi method in this way. With
effective variance reduction techniques and more simulation paths, we could reduce the variance of
the price estimates sufficiently such that the signal-to-noise ratio of our cost function evaluations
would improve significantly. This would allow the SLSQP method would be able to find more
accurate minimising parameters for the Rough Bergomi model. Furthermore, if we managed to
reduce the variance down to a suitable level, the SLSQP methodology would likely become much
more effective than the 4 grid variant of the SRFG method. With the variance reduced, we will
still encounter the following issue with the SRFG method. That issue being, that if we perturb
the initial guess for Hy in the SRFG method, then the calibration will produce different parameter
values, as all of the grids have been shifted. The SRFG method’s parameter outputs are linked to
the chosen grids, whereas the SLSQP method should produce similar parameter outputs provided
we choose an appropriate starting value for our parameters. Furthermore, even after reducing
the variance of the Rough Bergomi model, the SRFG method would likely only take us to a
neighbourhood of the minimising parameters, due to the discrete nature of the grids it utilises,
whereas the SLSQP method should be able to output the actual minimising parameters. Overall,
due to the currently present high variance of the model, the SRFG method is able to produce a
similar level of calibration in much less time. However, as improvements are made to the variance
reduction of the model, we should see that the SLSQP method provides a much better quality of
fit.

On the other hand, it is likely also worth exploring other calibration methodologies in more
detail. Additional calibration methodologies, such as fitting to market quantities such as variance
swaps (see 10.1.1), may prove to be more effective than minimising our chosen cost function. We
thus await more research on the efficacy of such methods.

Despite the issues with the current calibration methodologies, the Rough Bergomi model still
shows large signs of promise. We were able to achieve a decent fit to the market-implied volatility
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surface, with only 3 parameters. The model is able to not only fit smiles from different maturities
but also able to reproduce realistic term structures of ATM forward skew, an issue that has long
plagued other stochastic volatility models.
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Conclusion

We have displayed a thorough overview of the Rough Bergomi model, from the motivation behind
its creation to the calibration of the model to the SPX volatility surface. The Rough Bergomi
model has the power and flexibility to fit numerous shapes of volatility surfaces, with just three
parameters. Furthermore, the Rough Bergomi model can produce realistic term structures of
ATM forward skew and produces realistic consistent dynamics for the model delivered implied
volatility surface. The model is thus able to combine the benefits of both local volatility models
and stochastic volatility models, without the need for a model add-on or adjustment.

We displayed two calibration methodologies for the Rough Bergomi model, an SLSQP based
calibration scheme, and a novel SRFG scheme. Due to the high variance of the Rough Bergomi
model’s price estimates, both schemes were able to calibrate to a similar level, both providing a
good fit to the implied volatility surface in the form of smiles and term structures of skews. With
advances in variance reduction techniques, we expect faster and more accurate calibration of the
model to become possible.

Further research into novel variance reduction techniques or additional calibration schemes will
help to allow for the Rough Bergomi model to find its place within production environments in
industry. Furthermore, the multi-factor Rough Bergomi model (see [47]) is a particular area of
interest for further research. This multi-factor model combines the benefits of a more realistic
power-law kernel, obtained through the use of fBms, and the presence of additional factors for
the purpose of flexibility. The flexibility gained from the inclusion of multiple fBm factors allows
the model to fit the implied volatility surface of equity indices and of the Volatility Index (VIX),
which the Rough Bergomi model currently struggles with [2, Chapter 9 Page 36]. Unfortunately,
the multi-factor model is even more difficult to calibrate, due to the large number of parameters
present. Nonetheless, some interesting developments have been made in the calibration of the
multi-factor Rough Bergomi model, most notably the work of Jacquier et al. [47], which presented
explicit formulae for the ATM volatility and skew, in terms of the parameters of the model, thus
allowing for efficient calibration of the model.

Although efficient calibration of the Rough Bergomi and multi-factor Rough Bergomi model still
remains partially unsolved, we remain overtly optimistic about future research. Rough volatility
models remain a thriving area of academic interest, and with further research, they will without
doubt become increasingly important models for the purposes of derivatives pricing, particularly
for exotic derivatives.
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Appendix A

Additional Figures

A.1 Effect of Rough Bergomi Parameters

Here we display some additional figures generated for the investigation into the effect of the pa-
rameters of the Rough Bergomi model, performed in Chapter 9.

Implied Volatilty Smles With Varying p : T=0.5 Years, £ = 0.055, n=19, H=0.1 Implied Volatilty Smiles With Varying p : T=1 Year, €= 0055, =19, H=0.1

— p=09 — p=09
— p=07 — p=07
— p=05 — p=05
— p=03 — =03

— p=01 — p=01

Ot T=1)

(a) Smiles with varying p. (b) Smiles with varying p.
T = 6 months, H =0.1,n = 1.9, T =1year, H=0.1,n=1.9,
£ = 0.055 (Flat Variance Curve). £ = 0.055 (Flat Variance Curve)

oul, T=2)

(c) Smiles with varying p.
T =2 years, H=0.1,n = 1.9,
& = 0.055 (Flat Variance Curve)

Figure A.1: Implied Volatility Smiles generated by the Rough Bergomi Model (Hybrid scheme
Method), with varying values of p.
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Implied Volatilty Smiles With Varying n - T=0.5 Years, £ = 0,055, p= ~0.91, H=01

Implied Volatilty Smiles With Varying 0 : T=1 Year, £ = 0.055, p= ~0.91, H=0.1
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(b) Smiles with varying 7.
T =1year, H=0.1,p=—-091,
&€ = 0.055 (Flat Variance Curve)

(a) Smiles with varying 7.
T = 6 months, H =0.1,p = —0.91,
& =0.055 (Flat Variance Curve).

Implied Volatiity Smiles With Varying n : T=2 Years, £ =0.055, p= ~0.9L, H=0.1
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(c) Smiles with varying 7.
T = 2 years, H = 0.1,p = —0.91,
& = 0.055 (Flat Variance Curve)

Figure A.2: Implied Volatility Smiles generated by the Rough Bergomi Model (Hybrid scheme
Method), with varying values of 7.
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A.2 Cost Function Heat Maps

Here we display heat maps of the values of the cost function on discrete parameter grids, these
values were used to generate the cost function surfaces (see 10.1) in Chapter 10.

SPX Cost Function Heat Map : H against n. o= — 0.7
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(a) Heat map of Cost Function values for varying values of H and 7, with fixed p = —0.7

Cost Function Heat Map : H against p, n = 3
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(b) Heat map of Cost Function values for varying values of H and p, with fixed n =3

SPX Cost Function Heat Map : p against n, H=0.10
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(c) Heat map of Cost Function values for varying values of p and 7, with fixed H = 0.1

Figure A.3: Heat maps of cost function values for fit to the SPX implied volatility surface on 30th
May 2022, using grid G1, for varying parameter values.
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